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Grid Cells through Attractor Dynamics
Recitation 1

Computational Neuroscience
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Why Does the Brain Need Persistent States?

Nature Reviews Neuroscience | Volume 23 | December 2022 | 744–766 756

ring of attractor states that fully factorizes out the representation of 
head direction in its representation of spatial variables.

Finally, the head-direction system of both insects and mammals 
can be re-anchored and reset based on tuned external cues148,152,160, and 
this can change the orientation tuning curves of cells and moment by 
moment firing rates of cells in a way that remains consistent with the 
third prediction for attractor dynamics.

Grid cells. A grid cell encodes spatial location through a periodic tri-
angular-lattice discharge pattern that tiles explored two-dimensional 
spaces161. Grid cell phases update during movement in the light and in 
the dark161 to reflect the animal’s current position, as a two-dimensional 
phase. Continuous-attractor models of grid cells are based on col-
lective Turing pattern formation15,162,163, explain their velocity integra-
tion function and predict that grid cells should exist in large sets with 
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Goldfish gaze holding

Brief movement commands
lead to sustained eye
positions.

Neural firing persists
between eye movements.

How can a circuit maintain a state longer than its individual
activity variables?
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From Neurons to Population States

Population activity

r1 r2 r3

One population state

r1

r2

r3

r

r = (r1, . . . , rN), ṙ = F (r;u).

One point describes the whole population at one instant.

Hold the input u fixed to study the circuit’s intrinsic
dynamics.
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Stable States Can Store Memories

Basin of A Basin of B

z

A B

Collective state coordinate

At a stable fixed point, ṙ = 0.

▶ An input can place the circuit in the basin of A or B.

▶ After the input ends, the circuit retains the selected
state.

▶ Small perturbations within a basin return to the same
state.
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Continuous Variables Need a Family of States

Population state space

Restore

Retain shift

θ

Angle labels the stored state

A continuous attractor stores
an angle in a family of
stationary states.

Across the family:
perturbations decay.

Along the family:
a shifted state can persist.

The ring lies in state space. Each point represents a different
activity pattern.
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How Can Recurrence Create Persistence?

Activity z
u(t)

Recurrent feedback wz

Decay −z

τ ż = −z + wz + u(t) = −(1− w)z + u(t).

After the input ends, u = 0:

w < 1 Activity decays toward zero.

w = 1 Feedback balances decay and the state persists.

w > 1 Nonzero activity grows in this linear model.

Exact balance gives neutral memory. Transverse stability needs
more structure.
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An Attractor Is Not Yet an Integrator

Storage Controlled updating

θ(0)

θ̇ = 0

θ(0)

θ(t)

θ̇ = g u(t)

θ(t) = θ(0) + g

∫ t

0
u(s) ds.

Inputs must move the state along the family while preserving
its shape.

Discuss: does the ability to remember an angle guarantee
correct updating?
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From a Computational Goal to a Network Model

1. Choose the variable and its population representation.

2. Propose dynamics that maintain and update the state.

3. Construct connections that could realize those
dynamics.

4. Test persistence and predicted responses to
perturbation.

A low-dimensional activity pattern alone does not establish
an attractor.

Next: Navigation

What internal state should the network maintain?

How should movement inputs update it?
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A Navigation System

There are plenty of cases to show that rodents can estimate
its position with limited cue, with an assumption that the
environment is invariant during the time period.

How can movement update an internal estimate of location?

Navigation
system

Velocity
v(t)

Position
estimate
x̂(t)

Initial estimate x̂(0)

Modeling task: update location from movement cues between
external corrections.

Question: what must the circuit store when the animal stops?
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The Computation: Path Integration

Starting from an initial estimate, add each displacement:

x̂(t +∆t) ≈ x̂(t) + v(t)∆t.

In continuous time, this becomes

x̂(t) = x̂(0) +

∫ t

0
v(s) ds.

At rest: preserve the accumulated estimate.
During movement: update it with speed and direction.

The integral specifies the computation. The circuit
implementation is still open.
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Grid Cells and Spatial Phase

Nature Reviews Neuroscience | Volume 23 | December 2022 | 744–766 760

the first time through a new trajectory218,230,232, and could be reused 
to represent multiple variables230. Indeed, the brain seems to (re)use  
grid cells and place cells when navigating in space and in non-spatial 

domains233–235; recent work shows how the dimensionality of the 
represented variable could be greater than the individual attractor  
networks230.
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▶ Firing fields repeat on a
triangular lattice.

▶ Within a module, cells share
scale and orientation but differ in
phase.

▶ One module identifies position
only modulo its lattice.
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Position and Population Activity

At position A
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Blue dots mark the rat’s position. Orange cells are active.

Movement changes the active ensemble, with overlap. Gray lines
illustrate assumed recurrent connections.
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The Same Circuit in Different Layouts

Scattered layout

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

Grouped layout
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Follow the cell numbers: the active cells and connections are
identical.

Reposition the drawing while preserving every weight and each
cell’s input. The model dynamics stay the same.

Anatomical proximity is optional for this model.
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Coactivity Can Occupy Several Patches

One active patch

1 2 3 4

5 6 7 8

9 10 11 12

13 14 15 16

Several active patches

1 2 3

4

5

6

7

8 9 10

11 12 13

14 15 16

The same active cells can appear in one patch or several separated
patches.

Next construction: Burak–Fiete use a regular, moving pattern
with many activity peaks.

Its shape and motion require network dynamics.
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Topography and Local Wiring
Place cells with similar spatial phase near one another.

Scattered
preferences
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Colours: similar spatial phases. Lines: assumed connections.

▶ Local axon and dendrite growth can simplify connection
targeting.

▶ The same connections can require less total wiring.

This motivates local, distance-dependent connections in the
model.
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A Moving Pattern in Model Coordinates

Burak–Fiete simulation: each panel shows one population
snapshot.

Figure 1. Network architecture and response. (A) Pattern formation in the neural population: Left, schematic depiction of the outgoing weights
of a neuron in the network. All neurons have the same connectivity pattern, and the width of the inhibitory surround is parameterized in our model
by b{1=2 (see Methods). Center, circularly symmetric center-surround connectivity, with sufficiently strong local inhibitory flanks, produces a regular
triangular lattice population pattern in the neural sheet through spontaneous destabilization of the uniform mode (Turing instability). Right, the
pattern period depends on the width of the inhibitory surround. (B) The velocity shift mechanism by which velocity inputs drive pattern flow: Each
neuron in the sheet is assigned a preferred angle (color coded), which means two things. First, the outgoing weight profile, instead of being centered
exactly on the originating neuron, is shifted by a small amount along the preferred angle in the neural sheet (left). Each patch in the neural sheet
contains neurons with all preferred angles. Second, the direction preference means that the neuron receives input from head direction cells tuned to
the corresponding angle (center and right). (C) Snapshots of the population activity, when the networks (periodic boundaries, above; aperiodic
boundaries, below) are driven by a constant velocity input in the rightward direction. In the periodic network, as the pattern flows, it wraps around
the opposite edge. In the aperiodic network, as the pattern flows, blobs move away from the left edge and new ones spontaneously form through
the same dynamics that govern pattern formation. (Boundaries are considered in more detail in the paper and in later figures.) The green lines
represent an electrode at a fixed location in the neural sheet, and the circle above them represents the activity state of the targeted neuron
(gray = inactive, yellow = active). Network parameters are as in Figure 2A–C and Figure 2D–F.
doi:10.1371/journal.pcbi.1000291.g001

Accurate Path Integration in the Grid-Cell System

PLoS Computational Biology | www.ploscompbiol.org 3 February 2009 | Volume 5 | Issue 2 | e1000291

A fixed neuron becomes active as peaks pass its location.

Modeling question: what connections form the pattern, hold its
phase at rest, and move it with velocity input?
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What do we know at this point?

The navigation task now becomes a circuit-design problem.
Accroding to the discussion we made, there are some
principles.

1. Position selectivity: Neurons prefer their own phase,
i.e., a set of locations.

2. Transition invariant: All neurons have the same rule
to connect with their fellows.

3. Phase storage: The recurrent network can hold the
represented location when velocity is zero.

4. Phase update: The recurrent network can move the
pattern in proportion to velocity.

Hint: We use ”phase” here because the representation is periodic.
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Model and Notation

We model each neuron using leaky dynamics and
rectification:

τ ṙi = −ri +

∑
j

Wij rj + Ii (t)


+

.

Design task: choose the recurrent weights Wij and the
external input Ii (t).

v(t): velocity input x̂(t): position estimate

qi : neuron coordinate θ(t): pattern phase

ri (t): activity of neuron i r(t): population activity

Hint: Neuron coordinate means the phase preference of the
neuron.
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Weight Design

At zero velocity, use the same distance-based rule for every
neuron:

Wij = W0(qi − qj).

W0

ρ0

Inhibitory surround

ρ =
√
β ∥d∥

▶ External excitation sustains activity.

▶ Weak inhibition near the center
permits coactivity.

▶ A stronger inhibitory surround
separates active regions.

W0(d) = e−γ∥d∥2

− e−β∥d∥2

, γ = 1.05β.

All recurrent weights are nonpositive.

Hint: at this point, such gaussian-differential connection is just an
ansatz. It helps us simplify the effort to find all possible solutions.
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Pattern Formation

Begin near uniform activity, with small perturbations.

Small
perturbations

Growing
spatial mode

Multi-peak
pattern

Schematic Schematic

Figure 1. Network architecture and response. (A) Pattern formation in the neural population: Left, schematic depiction of the outgoing weights
of a neuron in the network. All neurons have the same connectivity pattern, and the width of the inhibitory surround is parameterized in our model
by b{1=2 (see Methods). Center, circularly symmetric center-surround connectivity, with sufficiently strong local inhibitory flanks, produces a regular
triangular lattice population pattern in the neural sheet through spontaneous destabilization of the uniform mode (Turing instability). Right, the
pattern period depends on the width of the inhibitory surround. (B) The velocity shift mechanism by which velocity inputs drive pattern flow: Each
neuron in the sheet is assigned a preferred angle (color coded), which means two things. First, the outgoing weight profile, instead of being centered
exactly on the originating neuron, is shifted by a small amount along the preferred angle in the neural sheet (left). Each patch in the neural sheet
contains neurons with all preferred angles. Second, the direction preference means that the neuron receives input from head direction cells tuned to
the corresponding angle (center and right). (C) Snapshots of the population activity, when the networks (periodic boundaries, above; aperiodic
boundaries, below) are driven by a constant velocity input in the rightward direction. In the periodic network, as the pattern flows, it wraps around
the opposite edge. In the aperiodic network, as the pattern flows, blobs move away from the left edge and new ones spontaneously form through
the same dynamics that govern pattern formation. (Boundaries are considered in more detail in the paper and in later figures.) The green lines
represent an electrode at a fixed location in the neural sheet, and the circle above them represents the activity state of the targeted neuron
(gray = inactive, yellow = active). Network parameters are as in Figure 2A–C and Figure 2D–F.
doi:10.1371/journal.pcbi.1000291.g001

Accurate Path Integration in the Grid-Cell System

PLoS Computational Biology | www.ploscompbiol.org 3 February 2009 | Volume 5 | Issue 2 | e1000291

B–F simulation

▶ External excitation and recurrent inhibition can amplify
spatial differences.

▶ Nonlinear dynamics select the final pattern and its
stability.

Why do some spatial variations grow?
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Turing Instability

Uniform changes can decay while spatial variations grow.

Long wavelength

q

δr

Decay

Selected scale

q

δr

Grow

Short wavelength

q

δr

Decay

Initial Later

Near a uniform state, the growth rate of a spatial mode is

σ(k) =
−1 + gŴ0(k)

τ
,

σ(0) < 0, σ(k) > 0 for some k ̸= 0.

g : response gain; Ŵ0: Fourier transform of the kernel.

Next: the pattern forms. How can velocity move it?
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How Can Neurons Represent Velocity?

A simple choice: four preferred directions, E, W, N and S.

Preferred directions

EW

N

S

v

Input during eastward motion

Baseline

E Increase

W Decrease

N Unchanged

S Unchanged

Bi (t) ∼ Ii = A(qi )
[
1 + α ei · v(t)

]
.

ei : preferred-direction unit vector.

A: baseline input; α: velocity sensitivity.

Hint: the non-negativity of activity proposes us to use more that
two groups.
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Is Direction Selectivity Enough?

Changing activity does not yet explain how a peak moves.

Change amplitude

q

r
Translate the peak

q

r

Before After

▶ A taller peak still represents the same phase.

▶ Translation needs increased activity ahead and
decreased activity behind.

Hint: after input is removed, stable shape distortions decay. To
accumulate displacement, velocity must drive the phase.
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Coupling Velocity to Pattern Motion

Use the same direction label for input tuning and connection
shift:

Wij = W0(qi − qj − ℓej).

ℓ
qj

ej

Shifted outgoing
inhibition

▶ ℓej shifts neuron j ’s outgoing weights.

▶ At rest, opposite directional drives
balance.

▶ Velocity input breaks the balance and
drives pattern motion.

With calibrated, weak drive: θ̇ ≃ Gv.

G converts movement velocity to phase velocity.

Hint: to be brief, the weight will activate those neurons whose
coordinates are on the direction of movement.
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The Network Has No Preferred Phase

Ideal limit: zero velocity, uniform input, and continuous
translation symmetry.

θ = 0

q1
qi

θ = (∆, 0)

q1
qi

Relative coordinates are unchanged:

q′i = qi − θ, q′i − q′j = qi − qj .

Keep neuron identities fixed; translate their activity:

ri (θ) = r0(qi − θ).

If one stable pattern exists, translation symmetry gives a
continuous family of equivalent steady states.
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Why Do Shifted Connections Produce Motion?
Eastward motion increases E input and decreases W input. In a
horizontal slice, d = qi − qj :

WE (d) = W0(d − ℓ), WW (d) = W0(d + ℓ).

Opposite shifts

d

W

E W

E minus W

d

∆W

Derivative-like

∆W (d) = WE (d)−WW (d) ≃ −2ℓW ′
0(d).

An E/W activity imbalance adds a spatial derivative of recurrent
input, following the current pattern.

Compare with the change required for translation:

∂tr = −c ∂qr , c = θ̇.

Weak shifts and drive: test c ∝ vx and shape stability.



Grid Cells

Attractors

States and memory

Build and update

Navigation and
grids

Burak–Fiete

Init & Weight

Drive & Read out

Tests

Generalize

MADE

Common problem

Stable states

Controlled motion

Assemble and test

Four Directional Populations

Interleaved Grouped by direction

1 E 2 W 3 E 4 W

5 N 6 S 7 N 8 S

9 E 10W 11 E 12W

13 N 14 S 15 N 16 S

E 1 3 9 11

W 2 4 10 12

N 5 7 13 15

S 6 8 14 16

Reorder

All within- and between-group connections are retained.

Same cells, same model coordinates, same inputs and every
connection.

The four populations jointly maintain one pattern. Grouping them
on the page preserves the dynamics.

Discuss: what changes if we remove connections between the
groups?
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All Four Populations Move Together
Coherent motion: a common phase shift; amplitudes may differ.

Group Input Activity along qx (schematic)

E BE ↑

W BW ↓

N BN = A

S BS = A

Before After ∆θx > 0 for all

Hi (t) =
∑

d∈{E ,W ,N,S}

∑
j∈d

Wij rj(t).

Each neuron receives recurrent input from all four groups.

W input falls; its peak follows the network. Shared feedback
recruits W cells at the new phase.
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From Pattern Motion to Grid Fields

instantaneous snapshot of full neural population, the single-neuron

response is an integrated measure over time of the activity one cell.

In the rest of this paper, SN response refers to the accumulated

response of single neurons over a trajectory.

In the periodic network, the SN response, accumulated over the

,20 minute trajectory, and plotted as a function of the true rat

position, shows coherent grid activity, Figure 2B. The network

accurately integrates input velocity, as can verified directly by

comparing the cumulative network pattern phase to the rat’s true

position, Figure 2C. The total error, accumulated over ,260 m

and 20 minutes, is ,15 cm, compared to a grid period of about

48 cm. This corresponds to an average integration error of less

than 0.1 cm per meter traveled and less than 0.01 cm per second

traveled. The range of rat speeds represented in the input

trajectory was 0–1 m/s, showing that this network is capable of

accurate path integration over this range of speeds.

A deterministic periodic network of only 402 (,103) neurons

also performs well enough to produce coherent SN grids over the

same trajectory, Figure S1.

Equivalent Conditions for Accurate Path Integration
The presence of a clear spatial grid in the SN response to

velocity inputs alone is a good indication of the accuracy of

integration. If the rat’s internal estimate of position were to drift by

half a grid period, the neuron would fire in the middle of two

existing vertices rather than on a vertex. As the rat traveled over its

trajectory, the neuron would fire at various ‘‘wrong’’ locations,

with the resulting SN response becoming progressively blurred

until no grid would be discernible. This would happen even if the

population pattern remained perfectly periodic throughout.

Therefore, the following properties are equivalent: (1) Coherent

grids in the SN responses, (2) Accurate path integration of the full

trajectory over which the SN responses are visualized, with errors

smaller than the grid period. An example of this equivalence is

given in Figure 2A and 2C, which show sharp SN patterning and a

very small integration error.

Next, because the population pattern phase accumulates errors

whenever the pattern slips relative to rat motion, another

equivalent condition for accurate path integration is (3) Linear

relationship between network flow velocity and input velocity over

the input velocity range, independent of direction.

These equivalent conditions for accurate integration apply to

both periodic and aperiodic network models of grid cells (discussed

next).

An Appropriately Configured Aperiodic Network Can
Accurately Integrate Rat Velocity

It is unclear whether a torus-like network topology, in which

neurons along opposite edges of the network are connected to

form periodic boundary conditions, exists in the rat’s brain. Even if

such connectivity exists, it may require, at an earlier stage of

development, an initially aperiodic network (see Discussion). Hence

it is interesting to consider whether a network with non-periodic

boundaries can produce grid-cell like SN activity. The difficulty

here is that as the population pattern flows in response to velocity

inputs, it must reform at the boundaries of the neural sheet. Newly

forming activity blobs must be created at accurate positions, and

the process must not interfere with the pattern’s flow.

A central result of the present work on aperiodic networks is that

such networks can, in fact, accurately integrate velocity inputs.

With an appropriate choice of architecture and inputs and with

deterministic dynamics, an aperiodic network can produce SN

responses that are as accurate as in the periodic case above. This is

illustrated in the example of Figure 2D–F. At the aperiodic

boundaries, the same dynamics that governed the initial pattern

formation process also cause the pattern to continually regenerate

as the pattern flows (Figure 1C, bottom). The phases or locations

Figure 2. Periodic and aperiodic networks are capable of accurate path integration. Simulation of network response, with velocity inputs
corresponding to a rat’s recorded trajectory in a 2 m circular enclosure [50]. The boundary conditions in the neural sheet are periodic in (A–C) and
aperiodic in (D–F). (A,D) Instantaneous activity within the neural sheet (color represents the firing rate: black corresponds to vanishing rate). The red
curve in (D) represents the fading profile of inputs to the network. (B,E) Grid cell response: average firing rate of a single neuron (located at the
electrode tip in (A,D)), as a function of the rat’s position within the enclosure. (C,F) Velocity integration in the network: Top: Actual distance of the rat
from a fixed reference point (black), compared to the network’s integrated position estimate, obtained by tracking the flow of the pattern in the
population response (blue). The reference point is at the left-bottom corner of the square in which the circular enclosure is inscribed. Middle:
Accumulated distance between the integrated position estimate and the actual position. Bottom: Orientation of the three main axes in the
population response during the trajectory. Note that there is no rotation in the periodic network, and little rotation in the aperiodic one.
doi:10.1371/journal.pcbi.1000291.g002
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1. Fix one neuron at qi .

2. Move the population pattern as
the animal moves.

3. Record this neuron’s activity
across physical positions.

ri (t) = r0(qi − θ(t)).

Repeated peaks give grid fields when phase tracks movement
accurately.
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Does It Really Integrate Velocity?

instantaneous snapshot of full neural population, the single-neuron

response is an integrated measure over time of the activity one cell.

In the rest of this paper, SN response refers to the accumulated

response of single neurons over a trajectory.

In the periodic network, the SN response, accumulated over the

,20 minute trajectory, and plotted as a function of the true rat

position, shows coherent grid activity, Figure 2B. The network

accurately integrates input velocity, as can verified directly by

comparing the cumulative network pattern phase to the rat’s true

position, Figure 2C. The total error, accumulated over ,260 m

and 20 minutes, is ,15 cm, compared to a grid period of about

48 cm. This corresponds to an average integration error of less

than 0.1 cm per meter traveled and less than 0.01 cm per second

traveled. The range of rat speeds represented in the input

trajectory was 0–1 m/s, showing that this network is capable of

accurate path integration over this range of speeds.

A deterministic periodic network of only 402 (,103) neurons

also performs well enough to produce coherent SN grids over the

same trajectory, Figure S1.

Equivalent Conditions for Accurate Path Integration
The presence of a clear spatial grid in the SN response to

velocity inputs alone is a good indication of the accuracy of

integration. If the rat’s internal estimate of position were to drift by

half a grid period, the neuron would fire in the middle of two

existing vertices rather than on a vertex. As the rat traveled over its

trajectory, the neuron would fire at various ‘‘wrong’’ locations,

with the resulting SN response becoming progressively blurred

until no grid would be discernible. This would happen even if the

population pattern remained perfectly periodic throughout.

Therefore, the following properties are equivalent: (1) Coherent

grids in the SN responses, (2) Accurate path integration of the full

trajectory over which the SN responses are visualized, with errors

smaller than the grid period. An example of this equivalence is

given in Figure 2A and 2C, which show sharp SN patterning and a

very small integration error.

Next, because the population pattern phase accumulates errors

whenever the pattern slips relative to rat motion, another

equivalent condition for accurate path integration is (3) Linear

relationship between network flow velocity and input velocity over

the input velocity range, independent of direction.

These equivalent conditions for accurate integration apply to

both periodic and aperiodic network models of grid cells (discussed

next).

An Appropriately Configured Aperiodic Network Can
Accurately Integrate Rat Velocity

It is unclear whether a torus-like network topology, in which

neurons along opposite edges of the network are connected to

form periodic boundary conditions, exists in the rat’s brain. Even if

such connectivity exists, it may require, at an earlier stage of

development, an initially aperiodic network (see Discussion). Hence

it is interesting to consider whether a network with non-periodic

boundaries can produce grid-cell like SN activity. The difficulty

here is that as the population pattern flows in response to velocity

inputs, it must reform at the boundaries of the neural sheet. Newly

forming activity blobs must be created at accurate positions, and

the process must not interfere with the pattern’s flow.

A central result of the present work on aperiodic networks is that

such networks can, in fact, accurately integrate velocity inputs.

With an appropriate choice of architecture and inputs and with

deterministic dynamics, an aperiodic network can produce SN

responses that are as accurate as in the periodic case above. This is

illustrated in the example of Figure 2D–F. At the aperiodic

boundaries, the same dynamics that governed the initial pattern

formation process also cause the pattern to continually regenerate

as the pattern flows (Figure 1C, bottom). The phases or locations

Figure 2. Periodic and aperiodic networks are capable of accurate path integration. Simulation of network response, with velocity inputs
corresponding to a rat’s recorded trajectory in a 2 m circular enclosure [50]. The boundary conditions in the neural sheet are periodic in (A–C) and
aperiodic in (D–F). (A,D) Instantaneous activity within the neural sheet (color represents the firing rate: black corresponds to vanishing rate). The red
curve in (D) represents the fading profile of inputs to the network. (B,E) Grid cell response: average firing rate of a single neuron (located at the
electrode tip in (A,D)), as a function of the rat’s position within the enclosure. (C,F) Velocity integration in the network: Top: Actual distance of the rat
from a fixed reference point (black), compared to the network’s integrated position estimate, obtained by tracking the flow of the pattern in the
population response (blue). The reference point is at the left-bottom corner of the square in which the circular enclosure is inscribed. Middle:
Accumulated distance between the integrated position estimate and the actual position. Bottom: Orientation of the three main axes in the
population response during the trajectory. Note that there is no rotation in the periodic network, and little rotation in the aperiodic one.
doi:10.1371/journal.pcbi.1000291.g002
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Drive the model with a recorded
animal trajectory.

Compare true and inferred position;
track error and pattern rotation.

Deterministic periodic example:
∼20 min, ∼260 m;
error ∼15 cm,
grid period ∼48 cm.

A regular population pattern can still integrate velocity poorly.
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Boundary Conditions as a Model Test

Consider first the periodic network. Starting from a steady state of

the dynamics, and rigidly translating the stable population pattern,

produces an equivalent steady state with exactly the same energy.

The set of all such states forms a continuous manifold of attractor

states, related to each other by continuous translation. This

manifold can be visualized as the trough of the energy surface,

Figure 4A. Rotating a steady state pattern, on the other hand,

produces states with higher energy. (Rotation can be visualized as

follows. Imagine first cutting open the toroidal periodic network

along the edges of the sheet that were originally glued together to

produce a periodic network. On the resulting sheet, rotate the

pattern, and rejoin the cut edges. This procedure will produce

discontinuities in the pattern along the rejoined edges.) Hence the

attractor manifold does not include continuous rotations.

Inputs that induce pattern translation will stably move the

network state along the trough, even if the inputs are small, and

the integrated value of the input will be reflected in the updated

network phase. On the other hand, inputs that attempt to induce

rotations will not produce lasting changes in network state,

because these states are unstable and will quickly (over a few

hundred milliseconds or less) decay as the pattern relaxes to its

preferred orientation. Similarly, distorting the pattern by stretch-

ing it, adding noise, or by removing blobs from the pattern will

generate an unstable state, which will rapidly decay to a steady

state within the attractor manifold.

In the aperiodic network, translations of a steady state pattern are

similar but not exactly equivalent, because the phase of the activity

pattern relative to the boundary affects the energy of the state.

Strictly speaking then, these states do not form a continuous

attractor manifold, Figure 4B. Instead, the manifold is slightly

rippled along the direction of translations. To drive translations,

velocity inputs must be large enough to overcome the ripple

barrier. This explains why below a critical velocity, the pattern is

pinned in our simulations. The ripple amplitude depends on how

much influence the boundary has on the network dynamics. If

activity fades to zero sufficiently smoothly near the boundary the

ripple can be small. Pattern translation then corresponds to motion

along a nearly flat direction on the manifold, pinning is confined to

Figure 4. The continuous attractor manifold. (A) Periodic network
manifold: Points within the trough represent stable states of the
network that will persist in the absence of perturbing inputs. If the
network is placed at a state outside the trough, it will rapidly decay to a
state within the trough. Points in the trough consist of continuous
translations of the population-level pattern. Rotations, stretches, or
other local or global deformations of the pattern lie outside the trough.
Rat velocity inputs drive transitions between points in the trough (red
arrow). (B) Aperiodic network manifold: all rotations of a stable
population pattern are energetically equivalent, and so form a
continuous attractor manifold. Translations are not equivalent (rippled
energy functional). Rat velocity inputs, when large enough to overcome
the ripple, drive translations of the population pattern; however, the flat
rotational mode means that the network can also rotate.
doi:10.1371/journal.pcbi.1000291.g004

Figure 3. Boundary conditions and network size strongly affect fidelity of network response. (A–C) Same simulation as in Figure 2D–F,
but with a sharper input profile (red curve above B). The SN pattern has no periodicity (A), the integration error is large (thick line in (C), upper plot;
note the different scale compared to Figure 2E, whose error is represented by the thin line), and the population response rotates frequently ((C),
lower plot). (D1–D3) Network velocity response as a function of different input profiles: Input profile decay is least abrupt in (D1), more abrupt in (D2),
and most abrupt in (D3) (Dr~64,32,16 for (D1), (D2), and (D3), respectively; network size is 128 neurons per side(R~64) for all). (D4) The input profile
at the boundaries is identical to D2 (Dr~32), but the network is larger (256 neurons per side or R~128). (D2) corresponds to the parameters in (A–C),
and (D1) corresponds to the parameters in Figure 2D–F.
doi:10.1371/journal.pcbi.1000291.g003
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Horizontal axis: input speed (m/s).

▶ Periodic: wrap connections across opposite edges.

▶ Aperiodic: edges can pin or rotate the pattern.

▶ Smoothly taper external input A(q) to improve flow.
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Quantification of noise-driven rotational drift. In

aperiodic networks, rotational drift of the population pattern can

be measured by tracking the orientation of the pattern as a

function of time. We find that this drift too is diffusive:

SDh2T~DrotDt:

The diffusion constant can be measured in a similar fashion to the

measurement of Dtrans in Figure 6C. Roughly, Drot! CVð Þ2,

Figure 6F. We can use these measurements to obtain an estimate

for the maximal expected time until noise-driven rotations destroy

the single neuron pattern during path integration: Requiring that

the rotational drift remain smaller than p=12, we obtain an

Figure 6. Quantification of drift induced by neural stochasticity, in the absence of velocity inputs. Orange (blue) curves are the results of
simulations in (a)periodic networks. Successively darker shades (of orange or blue) represent simulations with successively higher neural variability
(CV~1

� ffiffiffi
8
p

, 1
� ffiffiffi

4
p

, 1
� ffiffiffi

2
p

, and 1, respectively). Identical colors across panels represent simulations with identical network parameters. Velocity inputs
are zero everywhere, and network size is N~1282 , except where stated otherwise. (A) Phase drift and (B) angular drift of the periodic (orange, CV = 1)
and aperiodic (blue, CV~1

� ffiffiffi
8
p

) networks. In (A), the drift in cm corresponds to a measured drift in neurons by assuming the same gain factor as in
the simulations with a trajectory, as in Figure 5. (C) The summed square 2-d drift in position estimation as a function of elapsed time, for two different
values of CV, in the absence of velocity inputs. The squared drift (small open circles) can be fit to straight lines (dashed) over 25 seconds (for longer
times the traces deviate from the linear fit due to the finite time of the simulation), indicating that the process is diffusive. The slope of the line yields
the diffusion constant Dtrans for phase (translational) drift of the population pattern, in units of neurons 2/s. The same fitting procedure applied to the
squared angular drift as a function of time yields the angular diffusion constant Drot . (D) Diffusion constants measured as in (C), for networks of
varying size and CV. The diffusion constant is approximately linear in CV2, and in the number of neurons N . To demonstrate the linearity in N , the
plots show D multiplied by N , upon which the data for N~322 and N~1282 approximately collapse onto a single curve. (E) An estimate of the time
over which a periodic spiking network (with the same parameters as the corresponding points in (C) and (D)) can maintain a coherent grid cell
response, plotted as a function of N, for two values of neural stochasticity. The estimate is based on taking the diffusion relationship
Dt~ Dx2

� ��
Dtrans , and solving for the time when the average displacement Dx is 10 pixels, about half the population period, and estimating the

diffusion constants from (D) to be ND.2500 neurons2/s. The coherence time scales like Dt!l2N
�

CV2 , where l is the period of the population
pattern. (F) Rotational diffusivity, Drot, in an aperiodic network of size 1286128 also increases linearly with CV2. The diffusion constant was measured
from simulations lasting 20 minutes.
doi:10.1371/journal.pcbi.1000291.g006

Accurate Path Integration in the Grid-Cell System

PLoS Computational Biology | www.ploscompbiol.org 8 February 2009 | Volume 5 | Issue 2 | e1000291

Shape errors can decay.

Noise along neutral directions
changes phase, even at zero
velocity.

Larger networks reduce drift in the
tested model.

E∥θ(t)− θ(0)∥2 ≃ Dphase t.

MS means mean squared. Attractor stability does not fix absolute
phase.
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A General Construction Problem

1. Choose the representation: what should each
network state encode?

2. Construct the stable family: which connections hold
its shape?

3. Construct motion: which inputs move the state along
that family?

B–F give a concrete construction for planar translation and
test its accuracy.

Next: if we specify another target manifold, can we
construct its connections and motion systematically?
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What Can We Reuse from Existing Models?

System Stored variable Update input

Eye-position integrator Gaze angle Velocity command

Head-direction network Heading Angular velocity

Grid-cell module Spatial phase Translation velocity

The common computation
Hold a continuous state when input is zero.
Update that state according to a rate-of-change input.

Can we derive a construction recipe instead of designing each
circuit separately?

MADE: Manifold Attractor Direct Engineering.
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A New Task: Represent a Direction on a Sphere

x

A direction has
two degrees
of freedom

External space M: possible directions.

Neuron coordinates P: labels used to
define connectivity.

Activity manifold N : the family of
stored population states.

Goal: hold any direction; update it when a rotation signal arrives.

Neuron coordinates need not match positions in brain tissue.
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Turn Geometry into Connectivity

Choose neuron coordinates, then measure distances on the
target surface:

Wij = k(dP(qi ,qj)) .

k(d)

d0

−k0

Weak inhibition nearby;
strong inhibition far away.

Local coactivity: nearby neurons
inhibit each other less.

Global competition: distant
activity is suppressed.

External excitation sustains a
nonzero response.

Kernel strength, width and geometry must support a stable bump.
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Let a Bump Represent the State

Federico Claudi et al., 2025 eLife. https://doi.org/10.7554/eLife.107224.1 6 of 42Federico Claudi et al., 2025 eLife. https://doi.org/10.7554/eLife.107224.1 6 of 42

Figure 2

CAN construction and activity manifolds.

A.Left, neural lattice 𝒫 for the Plane (top) and Torus (bottom) attractor networks. Black circles indicate the location of an
example neuron, shades of green represent distance from other points on the lattice. Bottom right, inhibitory connectivity
strength between the example neurons and all other points on the neural lattice. Middle inset, three examples of valid
connectivity kernel functions k. B. Neural manifold in state space (top,right) and activity patterns on the neural lattice 𝒫
(top,left). Bottom row shows three activity patterns with bumps at different locations corresponding to different points on the
activity manifold 𝒩.

One bump center specifies one
population state r∗(θ).

Moving the center traces a
family of states in activity
space.

Required: shape errors decay;
changes of represented state
can persist.

B–F encode phase with a multi-bump lattice.
This MADE construction uses a single bump.

Periodic edge fragments belong to one wrapped bump.
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What Input Would Move the Bump?

q
Decrease behind Increase ahead

r(q, t) = r0(q − θ(t)), ∂tr = −θ̇ ∂qr .

The required activity change depends on the current bump
location.

The design problem
A velocity signal gives a speed and direction.
How can it select the right neurons to increase or decrease?
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Put the Motion Rule into the Connections

A small offset of the connection kernel lets the current activity
generate its own directional drive.

One offset channel
Flow tendency: ←

Opposite channel
Flow tendency: →

Shared recurrent activity

Equal drive: hold Unequal drive: move

MADE calls the flowing building blocks QANs:
Quasiperiodic Attractor Networks.

B–F’s E/W/N/S groups illustrate the same design principle:
fixed directional connections, input-controlled activity.
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Why Curved Spaces Need Different Motion Rules

Federico Claudi et al., 2025 eLife. https://doi.org/10.7554/eLife.107224.1 10 of 42Federico Claudi et al., 2025 eLife. https://doi.org/10.7554/eLife.107224.1 10 of 42

Figure 3

Quasiperiodic Attractor Networks for Path Integration.

A. Schematic representation of a desired 2D spherical set of fixed points in state space and corresponding connectivity on 𝒫.
B. Example activity bump plotted on the neural manifold 𝒫. C. Schematic illustration of Killing vector fields for the sphere
manifold, left, and resulting offset connectivity weights on 𝒫, right. D. Schematic illustration of the QAN approach to velocity
integration. Left two panels, relationship between changes in the variable on ℳ and on the neural 𝒩 manifold, and
associated tangent vectors. Center, each QAN receives a velocity-dependent input based on the tangent vectors at left
projected onto its Killing fields, and the activity of all networks is combined. Right: this results in a trajectory in the state-
space 𝒩, which corresponds to velocity integration of inputs from ℳ.

On a sphere, replace a uniform
planar shift with a rotation.

A Killing field specifies motion
that preserves distances on the
surface.

Each rotation axis has two fixed
poles. Other axes supply motion
there.

Three rotation generators, each with + and − channels, cover the
sphere’s possible tangent motions.

The geometry determines which motion channels are available.
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Translate External Velocity into Neural Drive

The represented state is a mapping of the external variable:

θ = π(x), θ̇ = Dπ(x) ẋ.

This is the chain rule: what internal motion corresponds to the
external change?

1. Convert external velocity into a tangent velocity of the
representation.

2. Express that motion using the available channels.

3. Modulate the channels’ input strengths.

On curved spaces, the conversion may use the current state
estimate.

Dπ: Jacobian of a mapping. J: Jacobian of the neural
dynamics.
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Assemble the Spherical Integrator

Bump center follows
a path on the sphere

1. Place neuron coordinates on a
sphere.

2. Use distance-based inhibition and
background excitation.

3. Build paired rotation channels
about three axes.

4. Let rotation inputs set their
relative drive.

For a unit direction p and angular velocity Ω:

ṗ = Ω× p.

Zero rotation input restores balanced drive and holds the
represented direction.
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A Construction Recipe—and Its Tests

Recipe: choose a representation, construct stable states, then
build and control its motion channels.

1. Hold: does zero input preserve different initial states?

2. Recover: do shape perturbations decay?

3. Integrate: is motion accurate across locations and
directions?

4. Stress-test: what changes with noise and finite sampling?

Discussion
A bump moves correctly near one point. What remains to be
established before calling the network a general integrator?

MADE is a constructive proposal with simulations (reviewed preprint
v1); continuity and robustness need further tests.
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