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was required to withhold his reach until a ‘go cue’ appeared. Each 
maze and target configuration enforced a particular reach trajectory. 
We analyzed 27 such configurations, termed conditions. We defined 
the preparatory period as the interval from maze onset until 150 ms  
after the go cue, the moment at which neural activity begins to change 
rapidly just before reach onset. During the preparatory period,  
the monkey had complete information regarding the reach to be  
performed, but had not yet begun to move.

Responses of neural populations were recorded from primary 
motor cortex (M1) and the adjacent region of dorsal premotor  
cortex (PMd). Neurons typically displayed different levels of prepara-
tory activity depending on the upcoming movement25,26 (Fig. 1b). 
Approximately 150 ms before movement onset, the relatively stable 
plateau of preparatory activity transitioned to a complex pattern  
of movement-related activity. Muscle activity, recorded from the  
principal muscles of the upper arm, changed little during the  
preparatory period, but exhibited temporally complex patterns  
just before and during the movement.

We previously proposed that a purpose of preparatory neural  
activity is to initialize a dynamical system whose subsequent  
evolution during movement generates descending muscle-like  
commands10,23 (Fig. 1b). If so, what is the nature of those dynamics? 
We examined solutions naturally found by recurrent neural networks. 
The resulting trained networks yielded a set of simple, but empirically  
constrained, hypotheses whose predictions could be compared against 
the experimentally observed patterns of neural activity. We stress that 
these are models of emergent dynamics, not of cortical architecture 
or implementation.

A simplified modeling framework for reach generation
Under natural circumstances, a stream of inputs guides reaching. 
These inputs include those that motivate and initiate the reach (for 
example, the sight of a desirable object and the decision to obtain 
it) and subsequent sensory feedback. We adopted a simplified set of 
just two inputs (Fig. 1c). We assumed that, during the preparatory  

period, cortex receives inputs specific to the reach being prepared.  
To avoid making assumptions about the reference frame of those 
inputs, we derived the static levels of the reach-specific inputs 
from the empirically recorded preparatory neural activity (Online 
Methods). We assumed that movement unfolds when a condition-
independent ‘hold’ signal is released. The goal of the network was to 
utilize these temporally simple inputs (Fig. 1c) to produce, at the right 
moment, the temporally complex patterns of activity recorded across  
multiple muscles (Fig. 1d).

Ideally, we would have included a third input stage: the sensory 
feedback that arrives after the reach begins. We decided to not 
include this stage for two practical reasons. First, the structure of 
the feedback is difficult to estimate. Second, many of the features of 
the neural population response are apparent even before movement 
begins: the establishment of preparatory activity and its relation-
ship to early movement-period activity unfold before feedback can 
have had an effect. Empirically, movement-period neural responses 
lead the motion of the hand by ~150 ms. Sensory feedback takes at 
least 25 ms to influence cortical responses and >50 ms to reflect the  
current goal27. Thus, during this ~200-ms interval, the neural dynamics  
are not yet affected by sensory feedback and should presumably be 
explained via internal dynamics. This is true even of optimal feed-
back control architectures, which employ a dynamically varying 
control policy and internal ‘efference-copy’ recurrence to generate 
time-varying output patterns before the arrival of feedback28,29. Given 
the practical choice to use a model without sensory feedback, we 
verified with additional simulations that the solutions found by the 
model were robust to the addition of reasonable forms of feedback 
(Supplementary Fig. 1a,b).

We used RNNs as a modeling tool for three reasons. First, an 
RNN can approximate any dynamical system30. Second, an RNN is 
an abstract model that is nevertheless inspired by biological neural  
circuits; the units are individually simple and must work together in 
a parallel and distributed fashion. Third, internal recurrent feedback, 
a defining aspect of RNNs, is essential for many forms of pattern  
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Figure 1 Monkey task and network task definition. (a) Monkeys performed a delayed reach maze task. After fixating and touching a central point, the 
target and maze turned on. Some conditions included distractor targets. During the preparatory period, the monkeys had to determine which target was 
reachable and prepare a reach that avoided any intervening barriers. A go cue prompted the monkey to execute the reach. We employed 27 conditions, 
each consisting of a particular configuration of target and barriers. The resulting reaches included a variety of straight and curved paths. (b) Example 
PSTH for a single neuron. Each trace plots the mean across-trial firing rate for one condition (27 total). Traces are colored green to red based on 
the level of preparatory activity. The first gray line shows the timing of target onset, that is the beginning of the preparatory period. The second gray 
line shows the end of the preparatory period. Vertical and horizontal scale bars indicate 20 spikes per s and 200 ms. (c) Networks were optimized to 
generate EMG. Network inputs consisted of a condition-independent hold cue (purple) and a six-dimensional condition-specific input (black), which 
specified the condition for which the network should generate EMG. This example shows the levels of those six inputs for condition 1. From these  
inputs the RNN generated the multi-dimensional EMG: green traces plot the recorded EMG from seven muscles for condition 1. To ensure the model  
fit signal and not noise, we filtered EMG signals and removed the (very minimal) noise during the baseline (Online Methods). (d) Three example 
conditions showing the multiple muscle target EMG (green, one trace per muscle) and the corresponding trained outputs of the regularized model  
for monkey J (red). Normalized error between the empirical EMG and the model output was 7%. Horizontal scale bars indicate 200 ms.



Fig. 1c, f are idiosyncratic. But, as shown below, rotations of the neural
state are one of the most prominent features of the data.

Quasi-rhythmic responses during reaching
We analysed 469 single-neuron recordings from motor and premotor
cortex of four monkeys (identified as A, B, J, N). We made a further 364
simultaneous recordings (single and multi-unit isolations) from two
pairs of implanted 96-electrode arrays (monkeys J, N). Monkeys
executed straight reaches (monkeys A, B) or straight and curved reaches
(monkeys J, N). An instructed delay paradigm allowed monkeys to
prepare their reaches before a go cue. We analysed 9 data sets, each
using 27–108 reach types (‘conditions’). For each neuron and con-
dition we computed and analysed the average across-trial firing rate.
Most neurons exhibited preparatory and movement-related res-

ponses (Fig. 2). Responses were typically complex, multiphasic and
heterogeneous14. Yet there appear to be oscillations in many single-
neuron responses, beginning just before movement onset and lasting
for ,1–1.5 cycles. These quasi-oscillatory patterns were seen for all
reach types and all monkeys. Yet interpretational caution is warranted:
multiphasic responses might exist for any number of reasons. The
critical question is whether there exists orderly rotational structure,
across conditions, at the population level.
We have proposed thatmotor cortex responses reflect the evolution

of a neural dynamical system, starting at an initial state set by pre-
paratory activity14,15,17,18,26. If the rotations of the neural state (Fig. 1f)
reflect straightforward dynamics, then similar rotations should be
seen for all conditions. In particular, the neural state should rotate
in the same direction for all conditions15, even when reaches are in
opposition.
We projected the population response for all conditions onto

the jPC plane. This was done for 200ms of data, beginning when

preparatory activity transitions to movement-related activity (Sup-
plementary Movie 3 shows a longer span of time). The resulting
projections (Fig. 3a–f) show four notable features. First, rotations of
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Figure 1 | Oscillation of neural firing rates during three movement types.
a, Response of 1 of 164 neurons (simultaneously recorded using voltage-
sensitive dye) in the isolated leech central nervous system during a swimming
motor pattern. Responses (not averaged across repetitions) were filtered with a
100ms Gaussian kernel. a.u., arbitrary units. b, Multi-unit response from 1 of
96 electrodes implanted in the arm representation of caudal premotor cortex.
Data from 32 such channels werewirelessly transmitted duringwalking. sp s21,
spikes per second. Responses (not averaged across repetitions) were filtered

with a 100ms Gaussian kernel. c, Response of 1 of 118 neurons recorded from
motor cortex of a reaching monkey (N) using single-electrode techniques.
Firing rates were smoothed with a 24ms Gaussian and averaged across 9
repetitions of the illustrated leftwards reach (flanking traces show s.e.m.).
d, Projection of the leech population response into the two-dimensional jPCA
space. The two dimensions are plotted versus each other (top) and versus time
(bottom). Units are arbitrary but fixed between axes. e, Similar projection for
the walking monkey. f, Similar projection for the reaching monkey.
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Figure 2 | Firing rate versus time for ten example neurons, highlighting the
multiphasic response patterns. Each trace plots mean across-trial firing rate
for one condition. Traces are coloured red to green based on the level of
preparatory activity observed for that neuron. This allows inspection of how the
pattern of preparatory tuning changes during the movement. Data were
averaged separately locked to target onset, the go cue, andmovement onset. To
aid viewing, traces are interpolated across the gaps between epochs. Vertical
scale bars indicate 20 spikes s21. Insets plot hand trajectories, which are
different for each data set. Traces are coloured using the same code as for the
neural data: red traces indicate those conditions with the greatest preparatory
response.
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Figure 1A. However, the power of FORCE learning allows us to
train networks with the architectures shown in Figures 1B and
1C, in which modifications are not restricted to network outputs.
For reasons discussed below, these architectures are more
biologically plausible than the network in Figure 1A.

The third problem we address is training in the face of chaotic
spontaneous activity. Jaeger and Haas (2004) avoided this
problem by starting with networks that were inactive in the
absence of input (which is the basis for calling them echo-state
networks). As we show in the Results, there are significant
advantages in using a network that exhibits chaotic activity prior
to training. To exploit these advantages, however, we must avoid
chaotic network activity during training. The solution for learning
in a recurrent network and for suppressing chaos turn out to be
one and the same: synaptic modifications must be strong and
rapid during the initial phases of training. This is precisely what
the FORCE procedure achieves.

FORCE learning operates quite differently from traditional
training in neural networks. Usually, training consists of perform-
ing a sequence of modifications that slowly reduce initially large
errors in network output. In FORCE learning, errors are always
small, even from the beginning of the training process. As
a result, the goal of training is not significant error reduction,
but rather reducing the amount of modification needed to keep
the errors small. By the end of the training period, modification
is no longer needed, and the network can generate the desired
output autonomously.

From a machine learning point of view, the FORCE procedure
we propose provides a powerful algorithm for constructing
recurrent neural networks that generate complex and control-
lable patterns of activity either in the absence of or in response
to input. From a biological perspective, it can be viewed either
as a model for training-induced modification or, more conserva-
tively, as a method for building functioning circuit models for
further study. Either way, our approach introduces a novel way
to think about learning in neural networks and to make contact
with experimental data.

RESULTS

The recurrent network that forms the basis of our studies is
a conventional model in which the outputs of individual neurons
are characterized by firing rates and neurons are sparsely inter-
connected through excitatory and inhibitory synapses of various
strengths (Experimental Procedures). Following ideas devel-
oped in the context of liquid-state (Maass et al., 2002) and
echo-state (Jaeger, 2003) models, we assume that this basic
network is not designed for any specific task but is instead
a general purpose dynamical system that will be co-opted for
particular applications through subsequent synaptic modifica-
tion. As a result, the connectivity and synaptic strengths of the
network are chosen randomly (Experimental Procedures). For
the parameters we use, the initial state of the network is chaotic
(Figure 2A).

To specify a task for the networks of Figure 1, we must define
their outputs. In a full model, this would involve simulating activity
all the way out to the periphery. In the absence of such a
complete model, we need to have a way of describing what

the network is ‘‘doing,’’ and here we follow another suggestion
from the liquid- and echo-state approach (Maass et al., 2002;
Jaeger, 2003; see also Buonomano and Merzenich, 1995). We
define the network output through a weighted sum of its activi-
ties. Denoting the activities of the network neurons at time t by
assembling them into a column vector r(t) and the weights
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C

Figure 1. Network Architectures
In all three cases, a recurrent generator network with firing rates r drives a linear

readout unit with output z through weights w (red) that are modified during

training. Only connections shown in red are subject to modification.

(A) Feedback to the generator network (large network circle) is provided by the

readout unit.

(B) Feedback to the generator network is provided by a separate feedback

network (smaller network circle). Neurons of the feedback network are recur-

rently connected and receive input from the generator network through

synapses of strength JFG (red), which are modified during training.

(C) A network with no external feedback. Instead, feedback is generated within

the network and modified by applying FORCE learning to the synapses with

strengths JGG internal to the network (red).
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Figure 2. FORCE Learning in the Network of Figure 1A
(A–C) The FORCE training sequence. Network output, z, is in red, the firing rates of 10 sample neurons from the network are in blue and the orange trace is the

magnitude of the time derivative of the readout weight vector. (A) Before learning, network activity and output are chaotic. (B) During learning, the output matches

the target function, in this case a triangle wave and the network activity is periodic because the readout weights fluctuate rapidly. These fluctuations subside as

learning progresses. (C) After training, the network activity is periodic and the output matches the target without requiring any weight modification.

(D–K) Examples of FORCE learning. Red traces are network outputs after training with the network running autonomously. Green traces, where not covered by

the matching red traces, are target functions. (D) Periodic function composed of four sinusoids. (E) Periodic function composed of 16 sinusoids. (F) Periodic

function of four sinusoids learned from a noisy target function. (G) Square-wave. (H) The Lorenz attractor. Initial conditions of the network and the target

were matched at the beginning of the traces. (I) Sine waves with periods of 60 ms and 8 s. (J) A one-shot example using a network with two readout units (circuit

insert). The red trace is the output of unit 2. When unit 1 is activated, its feedback creates the fixed point to the left of the left-most blue arrow, establishing the

appropriate initial condition. Feedback from unit 2 then produces the sequence between the two blue arrows. When the sequence is concluded, the network

output returns to being chaotic. (K) A low amplitude sine wave (right of gray line) for which the FORCE procedure does not control network chaos (blue traces)

and learning fails.

Neuron

General Patterns from Chaotic Networks

546 Neuron 63, 544–557, August 27, 2009 ª2009 Elsevier Inc.

τ
dxi

dt
= − xi + ∑

i

Jijrj

ri = f(xi)



1026 VOLUME 18 | NUMBER 7 | JULY 2015 NATURE NEUROSCIENCE

A R T I C L E S

was required to withhold his reach until a ‘go cue’ appeared. Each 
maze and target configuration enforced a particular reach trajectory. 
We analyzed 27 such configurations, termed conditions. We defined 
the preparatory period as the interval from maze onset until 150 ms  
after the go cue, the moment at which neural activity begins to change 
rapidly just before reach onset. During the preparatory period,  
the monkey had complete information regarding the reach to be  
performed, but had not yet begun to move.

Responses of neural populations were recorded from primary 
motor cortex (M1) and the adjacent region of dorsal premotor  
cortex (PMd). Neurons typically displayed different levels of prepara-
tory activity depending on the upcoming movement25,26 (Fig. 1b). 
Approximately 150 ms before movement onset, the relatively stable 
plateau of preparatory activity transitioned to a complex pattern  
of movement-related activity. Muscle activity, recorded from the  
principal muscles of the upper arm, changed little during the  
preparatory period, but exhibited temporally complex patterns  
just before and during the movement.

We previously proposed that a purpose of preparatory neural  
activity is to initialize a dynamical system whose subsequent  
evolution during movement generates descending muscle-like  
commands10,23 (Fig. 1b). If so, what is the nature of those dynamics? 
We examined solutions naturally found by recurrent neural networks. 
The resulting trained networks yielded a set of simple, but empirically  
constrained, hypotheses whose predictions could be compared against 
the experimentally observed patterns of neural activity. We stress that 
these are models of emergent dynamics, not of cortical architecture 
or implementation.

A simplified modeling framework for reach generation
Under natural circumstances, a stream of inputs guides reaching. 
These inputs include those that motivate and initiate the reach (for 
example, the sight of a desirable object and the decision to obtain 
it) and subsequent sensory feedback. We adopted a simplified set of 
just two inputs (Fig. 1c). We assumed that, during the preparatory  

period, cortex receives inputs specific to the reach being prepared.  
To avoid making assumptions about the reference frame of those 
inputs, we derived the static levels of the reach-specific inputs 
from the empirically recorded preparatory neural activity (Online 
Methods). We assumed that movement unfolds when a condition-
independent ‘hold’ signal is released. The goal of the network was to 
utilize these temporally simple inputs (Fig. 1c) to produce, at the right 
moment, the temporally complex patterns of activity recorded across  
multiple muscles (Fig. 1d).

Ideally, we would have included a third input stage: the sensory 
feedback that arrives after the reach begins. We decided to not 
include this stage for two practical reasons. First, the structure of 
the feedback is difficult to estimate. Second, many of the features of 
the neural population response are apparent even before movement 
begins: the establishment of preparatory activity and its relation-
ship to early movement-period activity unfold before feedback can 
have had an effect. Empirically, movement-period neural responses 
lead the motion of the hand by ~150 ms. Sensory feedback takes at 
least 25 ms to influence cortical responses and >50 ms to reflect the  
current goal27. Thus, during this ~200-ms interval, the neural dynamics  
are not yet affected by sensory feedback and should presumably be 
explained via internal dynamics. This is true even of optimal feed-
back control architectures, which employ a dynamically varying 
control policy and internal ‘efference-copy’ recurrence to generate 
time-varying output patterns before the arrival of feedback28,29. Given 
the practical choice to use a model without sensory feedback, we 
verified with additional simulations that the solutions found by the 
model were robust to the addition of reasonable forms of feedback 
(Supplementary Fig. 1a,b).

We used RNNs as a modeling tool for three reasons. First, an 
RNN can approximate any dynamical system30. Second, an RNN is 
an abstract model that is nevertheless inspired by biological neural  
circuits; the units are individually simple and must work together in 
a parallel and distributed fashion. Third, internal recurrent feedback, 
a defining aspect of RNNs, is essential for many forms of pattern  
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Figure 1 Monkey task and network task definition. (a) Monkeys performed a delayed reach maze task. After fixating and touching a central point, the 
target and maze turned on. Some conditions included distractor targets. During the preparatory period, the monkeys had to determine which target was 
reachable and prepare a reach that avoided any intervening barriers. A go cue prompted the monkey to execute the reach. We employed 27 conditions, 
each consisting of a particular configuration of target and barriers. The resulting reaches included a variety of straight and curved paths. (b) Example 
PSTH for a single neuron. Each trace plots the mean across-trial firing rate for one condition (27 total). Traces are colored green to red based on 
the level of preparatory activity. The first gray line shows the timing of target onset, that is the beginning of the preparatory period. The second gray 
line shows the end of the preparatory period. Vertical and horizontal scale bars indicate 20 spikes per s and 200 ms. (c) Networks were optimized to 
generate EMG. Network inputs consisted of a condition-independent hold cue (purple) and a six-dimensional condition-specific input (black), which 
specified the condition for which the network should generate EMG. This example shows the levels of those six inputs for condition 1. From these  
inputs the RNN generated the multi-dimensional EMG: green traces plot the recorded EMG from seven muscles for condition 1. To ensure the model  
fit signal and not noise, we filtered EMG signals and removed the (very minimal) noise during the baseline (Online Methods). (d) Three example 
conditions showing the multiple muscle target EMG (green, one trace per muscle) and the corresponding trained outputs of the regularized model  
for monkey J (red). Normalized error between the empirical EMG and the model output was 7%. Horizontal scale bars indicate 200 ms.
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was required to withhold his reach until a ‘go cue’ appeared. Each 
maze and target configuration enforced a particular reach trajectory. 
We analyzed 27 such configurations, termed conditions. We defined 
the preparatory period as the interval from maze onset until 150 ms  
after the go cue, the moment at which neural activity begins to change 
rapidly just before reach onset. During the preparatory period,  
the monkey had complete information regarding the reach to be  
performed, but had not yet begun to move.

Responses of neural populations were recorded from primary 
motor cortex (M1) and the adjacent region of dorsal premotor  
cortex (PMd). Neurons typically displayed different levels of prepara-
tory activity depending on the upcoming movement25,26 (Fig. 1b). 
Approximately 150 ms before movement onset, the relatively stable 
plateau of preparatory activity transitioned to a complex pattern  
of movement-related activity. Muscle activity, recorded from the  
principal muscles of the upper arm, changed little during the  
preparatory period, but exhibited temporally complex patterns  
just before and during the movement.

We previously proposed that a purpose of preparatory neural  
activity is to initialize a dynamical system whose subsequent  
evolution during movement generates descending muscle-like  
commands10,23 (Fig. 1b). If so, what is the nature of those dynamics? 
We examined solutions naturally found by recurrent neural networks. 
The resulting trained networks yielded a set of simple, but empirically  
constrained, hypotheses whose predictions could be compared against 
the experimentally observed patterns of neural activity. We stress that 
these are models of emergent dynamics, not of cortical architecture 
or implementation.

A simplified modeling framework for reach generation
Under natural circumstances, a stream of inputs guides reaching. 
These inputs include those that motivate and initiate the reach (for 
example, the sight of a desirable object and the decision to obtain 
it) and subsequent sensory feedback. We adopted a simplified set of 
just two inputs (Fig. 1c). We assumed that, during the preparatory  

period, cortex receives inputs specific to the reach being prepared.  
To avoid making assumptions about the reference frame of those 
inputs, we derived the static levels of the reach-specific inputs 
from the empirically recorded preparatory neural activity (Online 
Methods). We assumed that movement unfolds when a condition-
independent ‘hold’ signal is released. The goal of the network was to 
utilize these temporally simple inputs (Fig. 1c) to produce, at the right 
moment, the temporally complex patterns of activity recorded across  
multiple muscles (Fig. 1d).

Ideally, we would have included a third input stage: the sensory 
feedback that arrives after the reach begins. We decided to not 
include this stage for two practical reasons. First, the structure of 
the feedback is difficult to estimate. Second, many of the features of 
the neural population response are apparent even before movement 
begins: the establishment of preparatory activity and its relation-
ship to early movement-period activity unfold before feedback can 
have had an effect. Empirically, movement-period neural responses 
lead the motion of the hand by ~150 ms. Sensory feedback takes at 
least 25 ms to influence cortical responses and >50 ms to reflect the  
current goal27. Thus, during this ~200-ms interval, the neural dynamics  
are not yet affected by sensory feedback and should presumably be 
explained via internal dynamics. This is true even of optimal feed-
back control architectures, which employ a dynamically varying 
control policy and internal ‘efference-copy’ recurrence to generate 
time-varying output patterns before the arrival of feedback28,29. Given 
the practical choice to use a model without sensory feedback, we 
verified with additional simulations that the solutions found by the 
model were robust to the addition of reasonable forms of feedback 
(Supplementary Fig. 1a,b).

We used RNNs as a modeling tool for three reasons. First, an 
RNN can approximate any dynamical system30. Second, an RNN is 
an abstract model that is nevertheless inspired by biological neural  
circuits; the units are individually simple and must work together in 
a parallel and distributed fashion. Third, internal recurrent feedback, 
a defining aspect of RNNs, is essential for many forms of pattern  
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Figure 1 Monkey task and network task definition. (a) Monkeys performed a delayed reach maze task. After fixating and touching a central point, the 
target and maze turned on. Some conditions included distractor targets. During the preparatory period, the monkeys had to determine which target was 
reachable and prepare a reach that avoided any intervening barriers. A go cue prompted the monkey to execute the reach. We employed 27 conditions, 
each consisting of a particular configuration of target and barriers. The resulting reaches included a variety of straight and curved paths. (b) Example 
PSTH for a single neuron. Each trace plots the mean across-trial firing rate for one condition (27 total). Traces are colored green to red based on 
the level of preparatory activity. The first gray line shows the timing of target onset, that is the beginning of the preparatory period. The second gray 
line shows the end of the preparatory period. Vertical and horizontal scale bars indicate 20 spikes per s and 200 ms. (c) Networks were optimized to 
generate EMG. Network inputs consisted of a condition-independent hold cue (purple) and a six-dimensional condition-specific input (black), which 
specified the condition for which the network should generate EMG. This example shows the levels of those six inputs for condition 1. From these  
inputs the RNN generated the multi-dimensional EMG: green traces plot the recorded EMG from seven muscles for condition 1. To ensure the model  
fit signal and not noise, we filtered EMG signals and removed the (very minimal) noise during the baseline (Online Methods). (d) Three example 
conditions showing the multiple muscle target EMG (green, one trace per muscle) and the corresponding trained outputs of the regularized model  
for monkey J (red). Normalized error between the empirical EMG and the model output was 7%. Horizontal scale bars indicate 200 ms.
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generation. We produced two classes of 
trained networks: a regularized model and 
a complicated model. For the regularized 
model, we included regularization terms  
during optimization to encourage simple  
solutions. We included no regularization terms 
in the complicated model (Supplementary 
Table 1). For each monkey, we trained one 
network from each complexity class. All 
models successfully reproduced the recorded 
muscle activity for the 27 reaches (Fig. 1d). 
The normalized error was 7% for both  
models for monkey J and 3% for both models 
for monkey N.

Comparison of the model to data
Notably, networks were never trained 
to reproduce neural responses, only to generate the empirical 
EMG. This allowed us, after training, to compare network activ-
ity with recorded neural activity. To gain intuition, we first used 
the traditional single-neuron peristimulus time histogram (PSTH)  
format to qualitatively compare responses of single neurons and 
model units. We then used dimensionality reduction techniques 
to compare key features of the recorded and simulated population 
responses. Finally, we directly and quantitatively compared recorded 
and simulated population responses using canonical correlation 
analysis (CCA) (monkey J; Figs. 2–8; monkey N; Supplementary 
Figs. 2–8).

Single-unit PSTHs are shown for five neurons (Fig. 2a) and five 
units from the regularized model (Fig. 2b). Color-coding was based 
on the average preparatory period firing rate. We selected these 
PSTHs to illustrate a range of common patterns found in the neural  
and model populations. Such patterns included plateaus of preparatory  
activity and a variety of multi-phasic and monophasic movement- 
period responses. Representative PSTHs from the complicated 
model are shown in Figure 2c. The PSTHs of the complicated model 
are much more complex than, and bear little resemblance to, most  
neural responses. Thus, although both simple and complicated mod-
els generate a basis set of responses adequate to produce EMG, only 
the regularized model employs a basis set that qualitatively resembles 
the recorded neural responses.

Is the similarity at the single-neuron level also present at the  
population level? We first leveraged the recent observation23 that pro-
jections of the neural data reveal population responses that follow 
roughly oscillatory dynamics (quasi-oscillatory dynamics). Because 
quasi-oscillatory dynamics have been robustly observed across many 
data sets, any hypothesis that does not predict such dynamics can be 
rejected. To compare data with model, we therefore applied a dimen-
sionality reduction technique (jPCA23, Online Methods) that isolates 
any, if present, quasi-oscillatory structure in the data.

Projections of the neural population responses revealed rotations 
of the neural state across multiple dimensions (Fig. 3a), consistent 
with quasi-oscillatory dynamics, as previously reported. Projections 
of the regularized model population response revealed similar  
rotations (Fig. 3b). These projections were obtained by fitting the 
population response with a purely oscillatory linear dynamical  
system. The goodness of fit (R2) of those fits was similar for the  
neural and regularized model data: 0.60 and 0.61. Thus, ~60% of the 
temporal evolution of the population response could be explained by 
oscillatory dynamics. The frequencies found by jPCA were 2.1, 1.3 
and 0.9 Hz (neural data), and 2.4, 1.6 and 0.9 Hz (regularized model). 
The total variance captured by the three jPC planes was 45% (neural) 
and 50% (model). Thus, roughly half of the structure of the data was 
captured by six dimensions (three planes), with oscillatory frequen-
cies that were similar for neural and model data. We have previously 
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cFigure 2 Example PSTHs from monkey J and 
the regularized and complicated models for 
monkey J. (a) Example PSTHs from five neurons 
for monkey J (data are presented as in Fig. 1b). 
Examples were chosen to illustrate the range 
of responses, including neurons with strong 
preparatory activity (first two rows), neurons 
with a broad rise in activation during the 
movement period (middle row) and neurons with 
oscillatory activity during the movement period 
(bottom two rows). Vertical and horizontal scale 
bars indicate 20 spikes per s and 200 ms.  
(b) Example PSTHs chosen from the regularized 
model for monkey J. Examples were chosen to 
both highlight the similarities between neural 
and model responses and to be representative 
of the patterns exhibited by the model units. 
(c) Example PSTHs from five units from the 
complicated model for monkey J. The PSTHs 
of the complicated models rarely bore a strong 
resemblance to those of the neural data.

Data model
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shown that standard models of motor cortex (for example, models 
assuming tuning for kinematics or muscle activity) do not display 
a strong rotational component23. It is therefore non-trivial that the 
network naturally produces strongly rotational dynamics with a set 
of frequencies similar to those observed in the data.

Rotational structure was also present for the complicated models, 
but was less strong overall (Supplementary Fig. 9). The R2 of the 
best purely oscillatory linear system was 0.35, compared with 0.60 
for the data and 0.61 for the regularized model. The rotational planes 
captured a reasonable proportion of data variance for the complicated 
model (41%), but the observed frequencies were roughly half what was 
found for the data: 1.3, 0.8 and 0.6 Hz. Thus, relative to the regularized 
model and the neural data, the dynamics of the complicated model 
were less well approximated by an oscillatory linear system. Notably, 
those oscillations that were present were considerably slower.

To directly compare neural and model populations and quantify 
their similarity, we applied canonical correlation analysis (CCA). 
Briefly, CCA attempts to find weightings for the individual units in 
both data sets such that the reweighted data sets are maximally cor-
related. In other words, CCA attempts to find the patterns common 
across two data sets. The reweighted data sets are called the canoni-
cal variables. The two sets of canonical variables are ordered by their 
degree of correlation, providing a series of correlation coefficients: 
the canonical correlations. If all canonical correlations are unity, then 
the two data sets are differently weighted versions of the same set of 
underlying patterns. If all canonical correlations are zero, then the two 
data sets have no underlying patterns in common. In practice, two 
data sets that share any broad similarity will typically have at least one 
or two canonical correlations that are high. The key question is across 
how many canonical variables do correlations remain high.

Figure 4a,b shows the canonical variables for the neural and regu-
larized model. Each row captures a basic response pattern shared 
between neural and model populations. Each pattern is a response 
component, a firing rate versus time across conditions, present in the 
population. The canonical correlations give the correlation between 
the corresponding patterns. To illustrate the range of correlations, 
we plotted both the best and the most weakly correlated canonical  
variables. Neural and model patterns matched strongly among the 
top canonical variables, and matched modestly well even for the later  
canonical variables. Thus, the neural and regularized model data 

sets share many population-level patterns that unfold in a similar 
way across both time and condition. As expected, given the analysis  
in Figure 3, some of these patterns were oscillatory in nature, 
although some were not. Shown in Figure 4c,d are the canonical vari-
ables for the neural data and the complicated model. Correlations 
fall more quickly for the complicated model than for the regular-
ized model. Thus, there are fewer matching patterns between the 
complicated model and the data than between the regularized model  
and the data.

We used the canonical coefficients to quantitatively compare the 
neural data with a variety of models: the regularized RNN (Fig. 5a),  
the complicated RNN, a traditional velocity model tuned for  
kinematic variables, such as velocity and position, and a more 
elaborate complex kinematic model. Given that some correlation 
is expected between almost any two data sets, we also analyzed an 
untrained complicated model (a random network that receives the 
correct inputs, but was not trained) as a baseline. For all models, 
there was at least one canonical variable with a very high correlation; 
all models shared basic temporal features with the data (for example, 
preparatory activity followed by movement activity). However, the 
canonical correlations remained higher for the regularized model 
than for any other model. To summarize, we computed the average 
canonical correlation across the first ten canonical variables (Fig. 5b).  
The average correlation was highest for the regularized model (0.74) 
and lower for the other models: 0.51, 0.49, 0.58 and 0.59. Thus, there 
were more shared patterns between the data and the regularized 
model than between the data and any of the other models.

How regularized dynamics produce EMG
Why does the regularized RNN most strongly resemble the data? 
What is the solution found by training? Do the essential features of 
that solution appear in the data? Because the parameters of the trained 
RNN are known, we can directly dissect its mechanism in the lan-
guage of dynamics. The analyses described above suggested the fol-
lowing broad framework. First, preparatory inputs cause the network 
state to differ for each of the 27 reaches. The offset of the hold signal 
then ‘turns on’ strong dynamics with large oscillatory components. 
The resulting oscillatory neural trajectories successfully reproduce 
EMG when projected onto the output weights. Is this indeed what 
occurs? If so, how does the RNN achieve it?
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Figure 3 jPCA projections of the population 
responses. (a) jPCA projections for the neural 
data recorded from monkey J. Each trace shows 
the evolution of the neural state over 500 ms. 
Traces start −180 ms before movement onset, 
at the moment when the relatively stable 
preparatory state (circles) transitioned to the 
movement period trajectory. For visualization 
purposes, traces are colored on the basis of 
the preparatory-state projection onto jPC1 
(a.u., arbitrary units). The three projections 
correspond to the largest magnitude complex 
eigenvalue pairs of the matrix Mskew, found 
when fitting the data with x M x= skew  (Online 
Methods). These eigenvalues correspond to 
frequencies of 2.1, 1.3 and 0.9 Hz (left to right) 
with a quality of fit (R2) for the optimal purely 
oscillatory linear system of 0.60. (b) jPCA 
projections for the regularized model of monkey 
J. Data are presented as in a. Frequencies are 
2.4, 1.6 and 0.9 Hz. The linear system,  
x M x= skew , had a quality of fit (R2) of 0.61.

RNN model can reproduce the rotation 
dynamics on the population level



Two spaces
X ∈ ℝN×T

X is always row-centered.



Two spaces

X = UΣV⊤ where U ∈ ℝN , V ∈ ℝT



Orthogonal projectors

P2 = P, P⊤ = P

• Idempotent: projecting twice changes nothing (you are already there).


• Symmetric: this is what makes the projection orthogonal rather than 
merely a projection.


• For a given subspace S the orthogonal projector is unique — the basis 
you choose is irrelevant.



Orthogonal versus oblique
Drop the symmetry requirement and you still land in S — just not at the closest point.

P2 = P, but P⊤ ≠ P



Building a projector from a basis
Columns of A span subspace S with full column rank; Q is an orthonormal basis for the same S.

Ps = A(A⊤A)−1A⊤, Ps = QQ⊤

• The two formulas give the same matrix — orthonormality removes the inverse.


• QQᵀ is an n × n projector; QᵀQ is the k × k identity.

What if rows of A span S with full row rank? (n < k) 

A ∈ ℝn×k n > k



Left and right, in the N × T convention

UrU⊤
r X

neuron space, left
YP⏟

time space, right

• Neuron-space projectors act on the left; time-space projectors act on the right.




Least squares is a projection

min
b

∥y − bX∥2

The residual  must be orthogonal to every source neuron’s time course.ϵ = y − ̂y

One target neuron y, predicted from the population X by weights b.

y ∈ ℝ1×T, b ∈ ℝ1×N



Stacking the targets changes nothing

BOLS = YX⊤(XX⊤)−1 ̂Y = YP

X+ = X⊤(XX⊤)−1 ⇒ BOLS = YX+, P = X+X

Notation only: in this regime the pseudoinverse is another name for the expression above.

• Least squares projects each target neuron’s activity onto the span of the 
source neurons’ activity.


• Anything outside that span is unreachable, whatever weights you choose.

•

min
B

∥Y − BX∥2 Y ∈ ℝNy×T, B ∈ ℝNy×N



The SVD, read in neuroscience

X = UΣV⊤ = ∑
i

σiuiv⊤
i

• Each term is a spatial mode uᵢ — a weighting over neurons — times 
a temporal profile vᵢᵀ.


• Population activity decomposes into modes, each with its own time 
course.


• Squared singular values sum to the total variance, so the variance-
explained curve is already in hand.



Eckart–Young
Truncating the SVD gives the best rank-r approximation in Frobenius norm.

• The truncation is itself a projection, applied on the left — in neuron space.


• The discarded singular values are exactly the error.

Xr = UrU⊤
r X, ∥X − Xr∥2

F = ∑
i>r

σ2
i



PCA, Classical MDS, 

and Similarity Matching



PCA as reconstruction
A different question: which rank-k subspace loses the least when we project onto it?

min
Uk

∥X − UkU⊤
k X∥2

F

first explain that these two goals generally constitute a trade-off, then suggest a solution to this

trade-off for a single task parameter, and then generalize to multiple task parameters.
The trade-off between demixing and compression is illustrated in Figure 2, where we compare

linear discriminant analysis (LDA, Figure 2a,b), PCA (Figure 2c,d), and dPCA (Figure 2e–h). We will

first focus on a single task parameter and seek to reduce the activity of N ! 2 neurons responding to

three different stimuli. For each stimulus, the joint activity of the two neurons traces out a trajectory

Figure 2. Linear dimensionality reduction. (a) Linear discriminant analysis maps the firing rates of individual neurons onto a latent component that

allows us to decode a task parameter of interest. Shades of grey inside each neuron show the proportion of variance due to the various task parameters

(e.g. stimulus, decision, and time), illustrating mixed selectivity. In contrast, the LDA component is maximally demixed. (b) At any moment in time, the

population firing rate of N neurons is represented by a point in the N-dimensional space; here N ! 2. Each trial is represented by a trajectory in this

space. Colors indicate different stimuli and dot sizes represent time. The LDA component for stimulus is given by the projection onto the LDA axis

(black line); projections of all points are shown along this line. All three stimuli are clearly separated, but their geometrical relation to each other is lost.

(c) Principal component analysis linearly maps the firing rates into a few principal components such that a second linear transformation can reconstruct

the original firing rates. (d) The same set of points as in (b) is projected onto the first PCA axis. However, the stimuli are no longer separated. Rather,

the points along the PCA axis have complex dependencies on stimulus and time (mixed selectivity). The PCA axis minimizes the distances between the

original points and their projections. (e) Demixed principal component analysis also compresses and decompresses the firing rates through two linear

transformations. However, here the transformations are found by both minimizing the reconstruction error and enforcing a demixing constraint on the

latent variables. (f) The same set of points as in (b) projected onto the first dPCA decoder axis. The three stimuli are clearly separated (as in LDA), but

some information about the relative distances between classes is preserved as well (as in PCA). (g) The same data as in (b) linearly decomposed into the

time effect, the stimulus effect, and the noise. (h) The dPCA projection from (f) has to be mapped onto a different axis, given by the dPCA encoder, in

order to reconstruct the stimulus class means (large colored circles). The decoder and encoder axes together minimize the reconstruction error

between the original data and the stimulus class means.
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Encode the latent state

• The latents come out as k × T.


• Equivalently: the top-k row of the SVD, scaled by the singular values 


• Eckart–Young says this subspace is optimal.

σk

Y = U⊤
K X = ΣkV⊤

k ∈ ℝk×T



How many dimensions does neural activity fill up?

D =
(∑i λi)2

∑i λ2
i
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How many dimensions does neural activity really fill up?
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SUMMARY

The classic approach to measure the spiking
response of neurons involves the use of metal elec-
trodes to record extracellular potentials. Starting
over 60 years ago with a single recording site, this
technology now extends to ever larger numbers
and densities of sites. We argue, based on the me-
chanical and electrical properties of existing mate-
rials, estimates of signal-to-noise ratios, assump-
tions regarding extracellular space in the brain, and
estimates of heat generation by the electronic inter-
face, that it should be possible to fabricate rigid elec-
trodes to concurrently record from essentially every
neuron in the cortical mantle. This will involve fabri-
cation with existing yet nontraditional materials and
procedures. We further emphasize the need to
advance materials for improved flexible electrodes
as an essential advance to record from neurons in
brainstem and spinal cord in moving animals.

INTRODUCTION

Electrical recordings are the sine qua non for themeasurement of
computations in the nervous system. It is thus of fundamental in-
terest to ask if, as a matter of principle, one can record spikes
from all neurons in a mammalian brain. And, if not, from what
fraction of the brain can one record? In this regard, the discus-
sions that led to the United States BRAIN Initiative were
convened with a working title of The Brain Activity Map (Alivisa-
tos et al., 2012). The prospects for such a dynamic map (Buzsáki
et al., 2015), with a corresponding connectome (Denk and Horst-
mann, 2004) to map all chemical and resistive connections

among neurons, forms the basis for modeling and ultimately un-
derstanding brain function (Kleinfeld et al., 2011; Plaza et al.,
2014; Rubinov et al., 2015). Here we discuss the physical limits
to obtain the brain-wide activity map in a mammal. The corre-
sponding connectivity map could be obtained via transmission
electron microscopy (Kasthuri et al., 2015) or focused ion
beam milling combined with scanning electron microscopy
(Knott et al., 2008; Hayworth et al., 2019). As demonstrated for
nonmammalian species (Kornfeld and Denk, 2018), there are
no fundamental barriers beyond the constraints of experimental
time and the current need for substantial human curating.
Both optical and electrical approaches have been taken to

measure neuronal activity across many sites, albeit the most
pervasive is optical imaging using a fluorescent indicator of intra-
cellular Ca2+ concentration (Grienberger and Konnerth, 2012).
While no doubt useful, [Ca2+] transients are only an approximate
reflection of spiking (Theis et al., 2016). The advent of genetically
expressible voltage sensors may obviate this problem (Platisa
and Pieribone, 2018). Yet currently available sensors, while
impressive for recording local network activity in vivo (Adam
et al., 2019; Abdelfattah et al., 2019), appear insufficiently sensi-
tive for brain-wide imaging and require sparsely labeled brain re-
gions to prevent cross-talk from obfuscating the desired signals.
Lastly, the photon budget to simultaneously image large
numbers of neurons and the technology to image at all depths
throughout cortex without deleterious aberrations (Ji, 2017; Liu
et al., 2019) remain an elusive goal. Our focus here is on a clas-
sical approach, that of measuring extracellular electrical poten-
tials (Lemon, 1984). These signals depend on current flow
through the extracellular space during the propagation of an ac-
tion potential. While the signal-to-noise ratio can be quite high, it
is important to recall that isopotential neurons, e.g., electrically
compact cells, will not generate an extracellular signal (Jack
et al., 1974). This contingency, however, seems unlikely to apply
to neurons that are present in neocortex.

Neuron 103, 1005–1015, September 25, 2019 ª 2019 Elsevier Inc. 1005
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the effective strength of local recurrent interactions and the depiction of network motifs (29, 31, 32). Intriguingly, we48

find that both the dimensionality and covariance spectrum remain invariant for cell assemblies that are randomly49

selected from various regions of the zebrafish brain. We also verify this observation in datasets recorded by different50

experimental methods, including light-sheet imaging of larval zebrafish (33), two-photon imaging of mouse visual51

cortex (23), and multi-area Neuropixels recording in the mouse (23). To explain the observed phenomenon, we52

model the covariance matrix of brain-wide activity by generalizing the Euclidean Random Matrix (ERM) (34) such53

that neurons correspond to points distributed in a d-dimensional functional or feature space, with pairwise correlation54

decaying with distance. The ERM theory, studied in theoretical physics (34, 35), provides extensive analytical tools55

for a deep understanding of the neural covariance matrix model, allowing us to unequivocally identify three crucial56

factors for the observed scale invariance.57

58

Building upon our theoretical results, we further explore the connection between the spatial arrangement of59

neurons and their locations in functional space, which allows us to distinguish among three sampling approaches:60

random sampling, anatomical sampling (akin to optical recording of all neurons within a specific region of the61

brain) and functional sampling (20). Our ERM theory makes distinct predictions regarding the scaling relationship62

between dimensionality and the size of cell assembly, as well as the shape of covariance eigenspetrum under63

various sampling methods. Taken together, our results offer a new perspective for interpreting brain-wide activity64

and unambiguously show its organizing principles, with unexplored consequences for neural computation.

Figure 1. The relationship between the geometric properties of the neural activity space and the size of neural
assemblies. A. Illustration of how dimensionality of neural activity (DPR) changes with the number of recorded neurons. B. The
eigenvalues of the neural covariance matrix dictate the geometrical configuration of the neural activity space with

Ô
⁄i being the

distribution width along a principal axis. C. Examples of two neural populations with identical dimensionality (DPR = 25/11 ¥ 2.27)
but different spatial configurations, as revealed by the eigenvalue spectrum (green: {⁄i} = {7,7,1}, blue: {⁄i} = {9,3,3}).

65

Wang et al. | Scale-invariant Covariance Spectrum | 2
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How does the dimensionality D change with N?

lim
N→∞

D =
𝔼(σ2

i )2

𝔼i≠j(C2
ij)

σ2
i : variance of neural activity of a single neuron

Cij : covariance between two neurons

N : the number of neurons in the population

D =
N2𝔼(σ2

i )2

N𝔼(σ4
i ) + N(N − 1)𝔼i≠j(C2

ij)

The dimensionality D is invariant under random subsampling for large N
Also See Dahmen et al ’19 & ’20 for a relevant discussion, but Renart et al ’10 for a completely different scenario! 



800 um x 800 um x 200 um FOV

3.4 um x 3.4 um x 5 um spatial 
resolution for sparsely labelled 
sample

100 Hz volume rate

Cong et. al., 2017



The bounded dimensionality of brain-wide activity in larval zebrafish 

Cij = 𝔼 [(ri − 𝔼(ri))(rj − 𝔼(rj))]
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Classical MDS starts somewhere else
No coordinates — only pairwise distances between time points.

D2
st = ∥xs − xt∥2, D2 ∈ ℝT×T

• The object is now T × T, living entirely in time space.


• Nothing here refers to neurons, axes, or a covariance matrix.



Double centering recovers the Gram matrix

D2
st = ∥xs∥2 + ∥xt∥2 − 2xT

s xt

• Double centering eliminates the two rank-1 terms in the distance matrix.


G = XTXD2 = c1T + 1cT − 2G



The two routes give the same embedding

X⊤X = VΣ2V⊤ U⊤
K X = ΣkV⊤

k

PCA is the covariance-side reading of the SVD; classical MDS is the distance-side reading.



Which Matrix to decompose?

• 130 neurons by 3000 frames: the covariance wins.


• 1000 neurons and 8 stimuli (or conditions): the Gram wins instead.


• Classical MDS needs only a distance matrix — so changing the distance 
metric gives new methods for free (e.g., Isomap, diffusion maps, UMAP, 
TSNE).


• An arbitrary kernel in place of the Gram matrix: kernel PCA.

The useful consequences



Demixed neural activity



Variance is not importance.

A dimension can carry little variance and great behavioral relevance.


PCA optimizes a criterion nobody claimed the brain uses.



Can we assign meaning to the neural manifold?

neuron 1 
firing rate

neuron 2 
firing rate

neuron 3 
firing rate

Can we assign meaning to the manifold?



Can we assign meaning to the neural manifold?

neuron 1 
firing rate

neuron 2 
firing rate

neuron 3 
firing rate

Movement on manifold = change in linear read-out

linear read-out 1 
(e.g. stimulus)



Can we assign meaning to the neural manifold?

linear read-out 1 
(e.g. stimulus)

neuron 1 
firing rate

neuron 2 
firing rate

neuron 3 
firing rate

Movement on manifold = change in linear read-out

linear read-out 2 
(e.g. decision)





first explain that these two goals generally constitute a trade-off, then suggest a solution to this

trade-off for a single task parameter, and then generalize to multiple task parameters.
The trade-off between demixing and compression is illustrated in Figure 2, where we compare

linear discriminant analysis (LDA, Figure 2a,b), PCA (Figure 2c,d), and dPCA (Figure 2e–h). We will

first focus on a single task parameter and seek to reduce the activity of N ! 2 neurons responding to

three different stimuli. For each stimulus, the joint activity of the two neurons traces out a trajectory

Figure 2. Linear dimensionality reduction. (a) Linear discriminant analysis maps the firing rates of individual neurons onto a latent component that

allows us to decode a task parameter of interest. Shades of grey inside each neuron show the proportion of variance due to the various task parameters

(e.g. stimulus, decision, and time), illustrating mixed selectivity. In contrast, the LDA component is maximally demixed. (b) At any moment in time, the

population firing rate of N neurons is represented by a point in the N-dimensional space; here N ! 2. Each trial is represented by a trajectory in this

space. Colors indicate different stimuli and dot sizes represent time. The LDA component for stimulus is given by the projection onto the LDA axis

(black line); projections of all points are shown along this line. All three stimuli are clearly separated, but their geometrical relation to each other is lost.

(c) Principal component analysis linearly maps the firing rates into a few principal components such that a second linear transformation can reconstruct

the original firing rates. (d) The same set of points as in (b) is projected onto the first PCA axis. However, the stimuli are no longer separated. Rather,

the points along the PCA axis have complex dependencies on stimulus and time (mixed selectivity). The PCA axis minimizes the distances between the

original points and their projections. (e) Demixed principal component analysis also compresses and decompresses the firing rates through two linear

transformations. However, here the transformations are found by both minimizing the reconstruction error and enforcing a demixing constraint on the

latent variables. (f) The same set of points as in (b) projected onto the first dPCA decoder axis. The three stimuli are clearly separated (as in LDA), but

some information about the relative distances between classes is preserved as well (as in PCA). (g) The same data as in (b) linearly decomposed into the

time effect, the stimulus effect, and the noise. (h) The dPCA projection from (f) has to be mapped onto a different axis, given by the dPCA encoder, in

order to reconstruct the stimulus class means (large colored circles). The decoder and encoder axes together minimize the reconstruction error

between the original data and the stimulus class means.

DOI: 10.7554/eLife.10989.004
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Demixed PCA



Decompose data into marginalized averages 

Xt = ⟨X⟩s

Xs = ⟨X⟩t



dPCA encoder axis

Linear readout with dPCA

Kobak et al. eLife 2016



dPCA encoder axis

Linear readout with dPCA

dPCA encoder axis

Kobak et al. eLife 2016



dPCA encoder axis

Linear readout with dPCA

dPCA decoder axis

Kobak et al. eLife 2016



encoderdecoder

reduced rank regression!



Separate encoders/decoders for marginalized averages

L = ∥Xt − FtDtX∥2 + ∥Xs − FsDsX∥2 + ∥Xts − FtsDtsX∥2 = ∑
ϕ

∥Xϕ − FϕDϕX∥2

One rank-constrained regression per marginalization: source X, target Xφ, rank q.



dPCA is reduced-rank regression, term by term

Bq = FϕDϕ∥Xϕ − FϕDϕX∥2 = ∥Xϕ − ̂Xϕ∥2 + ∥ ̂Xϕ − BqX∥2,

̂Xϕ = XϕP = XϕX⊤(XX⊤)−1X = BOLSX

min
Bq

∥BOLSX − BqX∥2

Fit with least square regression, then find the optimal q-rank truncation.



dPCA is reduced-rank regression, term by term

Bq = FϕDϕ∥Xϕ − FϕDϕX∥2 = ∥Xϕ − ̂Xϕ∥2 + ∥ ̂Xϕ − BqX∥2,

̂Xϕ = XϕP = XϕX⊤(XX⊤)−1X = BOLSX

min
Bq

∥ ̂Xϕ − BqX∥2

BqX = UqU⊤
q BOLSX

Fϕ = Uq , Dϕ = U⊤
q BOLS

Apply Eckart-Young theorem!


̂Xϕ = UΣV⊤



• The right projector does the regression: keep only what the source can explain.


• The left projector does the dimensionality reduction: keep the top q directions 
of what is left.

Two projections again, one on each side



A PFC working memory task 

Kobak et al. eLife 2016



A PFC working memory task 



dPCA Algorithm, step 1



dPCA Algorithm, step 2

encoder stimulus-dependent 
part



Kobak et al. eLife 2016



Exercise: dPCA on the Romo dataset

Steps
1.  Load romo_allpsth.mat

2.  Read the help for dpca.m

3.  Set the parameters, separating

     time from condition

4.  Explained variance with

     dpca_explainedVariance

5.  Plot with dpca_plot

Advanced

1.  Reorganize the data as

     neurons × stimuli × decisions × time

2.  Re-run dPCA on the full factorial design




Communication subspace
What does area A send to area B?



Setup
Two simultaneously recorded populations, both row-centered.

X ∈ ℝNX×T, Y ∈ ℝNY×T

BOLS = YXT(XX⊤)−1

̂Y = BOLSX = YP

̂Y :  the best prediction for target from source

Semedo et al., 2019



Is the interaction high or low dimensional?

̂Y = UΣV⊤

BX = UrU⊤
r BOLSX

B = UrU⊤
r BOLS

Again, reduced-rank regression!



Two spaces of B ∈ ℝNY×Nx

B = UrU⊤
r BOLS D = U⊤

r BOLS ∈ ℝr×NX F = Ur ∈ ℝNY×r

• Row space in source space: which dimensions are read out. 


• Column space in target space: which dimensions get driven.


•  (does not involve in the interaction)null(D) = private subspace



Low dimensional interaction between V1 and V2
r ≈ 2

Semedo et al., 2019



The predictive dimensions for V2 is 
not the dominant dimensions in V1

Semedo et al., 2019



Selective communication between different areas

Semedo et al., 2019



Limitations

• Not causal. Common input to both areas produces exactly the same 
signature as directed communication.


• Instantaneous by default. Time-lagged RRR is the natural extension.


• Linear. What about nonlinear mapping?



Regress on the right. 
Truncate on the left.

Change what sits on the left-hand side and the same estimator becomes

PCA, demixed PCA, or a communication subspace.


