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In a typical setup for studying synaptic transmission across the neuromuscular 
junction, an in vitro preparation that contains the muscle and its attached 
motor nerve was bathed in a solution that mimics physiological conditions. !e 
motor nerve was then stimulated with a stimulating electrode to produce action 
potentials, and the membrane potential of the muscle "ber was recorded with 
an intracellular electrode (Figure 3–1B). Motor nerve stimulation was found to 
induce a transient depolarization in the muscle "ber within a few milliseconds 
(Figure  3–1C, top panel). !is transient depolarization is the synaptic potential 
produced in the postsynaptic muscle cell, and is called an end-plate potential, 
or EPP, as the postsynaptic specialization area of the muscle "ber is also called 
a motor end plate. We will study the postsynaptic mechanism that produces the 
EPP in greater detail in the second part of this chapter. For now, we use the EPP 
as a measure for presynaptic mechanisms that cause neurotransmitter release. 

How does motor nerve stimulation produce an EPP? Researchers found 
that motor nerve stimulation can be mimicked by application of ACh through a 
micropipette at the contact site between the motor axon terminals and the muscle 
(Figure 3–1C, bottom panel). (!is method is termed iontophoresis; here, pos-
itively charged ACh is driven out of a micropipette by applying a positive current.) 
Adding the pu$er "sh tetrodotoxin (TTX; see Figure 2–29) to the bath, which 
blocks voltage-gated Na+ channels and thus prevents action potential propagation 
in motor axons, blocked the muscle EPP in response to motor nerve stimulation. 
However, ACh application could elicit an EPP even when action potentials were 
blocked by TTX, or when the motor axon was removed altogether. !ese results 
indicated that the "nal e$ect of action potentials in the motor axon is to trigger 
ACh release at the axon terminals, and binding of ACh to the muscle membrane 
triggers depolarization of the muscle "ber in the form of an EPP. 

As introduced in Chapter 1, we now know that ACh release is caused by fusion 
of synaptic vesicles with presynaptic plasma membrane, releasing packets of ACh 
molecules into the synaptic cleft. !e concept that neurotransmitters are released 
in discrete packets, however, was "rst deduced prior to the discovery of synaptic 
vesicles.

3.2  Neurotransmitters are released in discrete packets 
Bernard Katz and colleagues applied intracellular recording techniques, then 
newly invented, to the muscle cells to study the mechanisms of neuromuscular 
synaptic transmission in the early 1950s. While studying the muscle EPPs evoked 
by nerve stimulation in the frog neuromuscular junction, they observed that 
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Figure 3–1  Studying synaptic 
transmission at the vertebrate 
neuromuscular junction. (A) Structure 
of acetylcholine (ACh), the !rst identi!ed 
neurotransmitter. (B) Measuring 
depolarization of a muscle !ber in 
response to motor axon stimulation or 
ACh iontophoresis in a neuromuscular 
junction in vitro. The intracellular electrode 
is inserted in the muscle !ber close to 
the neuromuscular junction to record the 
end-plate potential (EPP) in response 
to motor axon stimulation or focal ACh 
application at the surface of the muscle 
close to the neuromuscular junction. The 
square wave on the motor axon represents 
an application of current that depolarizes 
the motor axon, causing it to !re action 
potentials. The square wave attached to 
the ACh pipette represents application 
of positive current that drives positively 
charged ACh out of the micropipette. 
(C) End-plate potentials (EPPs) in 
muscle !ber in response to motor axon 
stimulation (top) or focal ACh application 
(bottom) are similar in waveform. The !rst 
downward dip in the top trace indicates 
the time of axon stimulation. (C, adapted 
from Krnjevic K & Miledi R [1958] Nature 
182:805–806. With permission from 
Macmillan Publishers Ltd.)

CHAPTER 3 Signaling across synapses

PrinNeuro_Chapter 3.indd   70 02/06/2015   11:40

Neurotransmitter release evokes membrane 
potential change in the postsynaptic neuron  



88

occur within milliseconds involving direct change of ion conductance. We then 
study responses that occur in tens of milliseconds to seconds, involving intra-
cellular signaling pathways. We further highlight responses that occur in hours 
to days involving new gene expression. Finally, we discuss how postsynaptic neu-
rons integrate di!erent presynaptic input to determine their own "ring pattern 
and neurotransmitter release properties, thus completing a full round of neuronal 
communication.

3.12  Acetylcholine opens a nonselective cation channel at the 
neuromuscular junction

We now begin our journey across the synaptic cleft to the postsynaptic side of the 
synapse, returning "rst to the vertebrate neuromuscular junction as our model. In 
Section 3.1, we learned that ACh released from motor axon terminals depolarizes 
the muscle membrane, and that iontophoretic application of ACh to muscle can 
substitute for ACh release from presynaptic terminals (see Figure 3–1). How does 
ACh accomplish this? By locally applying ACh to di!erent regions of muscle "bers, 
researchers found that exogenous ACh produced the most e!ective depolarization 
near the motor axon terminal. #ese experiments implied that there must be recep-
tors for ACh that are present on the muscle membrane and are concentrated at the 
neuromuscular junction. Upon ACh binding, ACh receptors trigger a rapid change 
in the muscle membrane’s ion conductance.

To explore the underlying mechanisms, voltage clamp experiments anal-
ogous to those carried out on squid giant axons (see Section 2.10) were performed 
on the muscle "bers to test how ACh release induced by motor axon stimulation 
changes ion $ow across the muscle membrane (Figure 3–17A). In these experi-
ments, two electrodes were inserted into the muscle cell, one to measure the 
membrane potential (Vm) and compare it to a desired command voltage (VCMD), 
and a second to pass feedback current into the muscle to maintain Vm at the same 
value as VCMD. #e current injected into the muscle, which can be experimen-
tally measured, equals the current that passes through the muscle membrane 
in response to ACh release, or the end-plate current. (Under physiological con-
ditions, that is, when the muscle is not voltage-clamped, the end-plate current 
would produce a membrane potential change, which is the end-plate potential 
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Figure 3–17  Properties of an acetylcholine (ACh)-induced 
current studied by voltage clamp. (A) Experimental setup. Two 
intracellular electrodes were inserted into the muscle cell at the frog 
neuromuscular junction. The !rst (left) was to record the membrane 
potential (Vm), which was compared with an experimenter-determined 
commanding potential (VCMD). The second electrode injected feedback 
current into the muscle to maintain Vm at VCMD. The end-plate current 
in response to ACh release caused by motor axon stimulation can 
be determined from the feedback current that was injected into the 
muscle cell in order to hold Vm at VCMD. (B) The end-plate current 
elicited by single motor axon stimulation was measured at the six 
different membrane potentials indicated. At negative potentials 

the end-plate current was inward (positive ions "owing into the 
muscle cell), whereas at positive potentials the end-plate current 
was outward. (C) Peak end-plate current (Ip, y axis) as a function 
of the muscle membrane potential (V, x axis). Experimental data 
(represented as dots) fell on a curve (the I–V curve) that was close 
to linear (dotted line), indicating that the conductance (represented 
by the slope of the I–V curve) is mostly unaffected by voltage. Note 
that the current switched sign between negative (inward) and positive 
(outward) at 0 mV, which is the reversal potential of the channel 
opened by ACh. (B & C, adapted from Magleby KL & Stevens CF 
[1972] J Physiol 223:173–197.)
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Modelling synaptic transmission 
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Energy landscape of a continuous attractor

can change markedly and systematically during the mem-
ory period. The second part of this review underscores the
observation of these dynamics: their ubiquity suggests
that rather than being peripheral to the memory process,
they may be central to it. These systematic dynamics
should therefore be incorporated into cortical models of
short-term memory.

Robustness to noise and imprecise
components
Stimulus-dependence in persistent activity is thought to
correspond to a state of the neural memory system in
which the system will remain (persist) even after the
stimulus is gone (Figure 1a). This state must be stable, in
the sense that the systemmust remain in this state even if
disturbed slightly by noise. For this to occur, there must
be forces that restore the system back to the stable state if
noise makes it stray slightly away. Let us imagine that
there is a function of the state of the system, which we
shall call L, and that the dynamics of the system are such
that L always tends to fall in value as time progresses.
The restoring forces around the stable point can then be
visualized as walls of L that form a well around that point.
Because L tends to decrease, once the system is in a state
inside the well, it will tend to decline to the lowest level

of the well and then stay there (Figure 1b). At least
locally around any stable fixed point, L can always be
defined. Hence we can always use it for the purpose of
visualization, even if further away from the stable points
(e.g. in the reddish brown regions in Figure 1) the precise
value of L may not actually be defined. A network of
neurons with two different persistent stable states can
thus be visualized as an L function (technically known as
a Lyapunov function) with two separate wells (Figure 1b).
By identifying the position the system’s state is in, it
is possible to decode the memory held in the system:
that is, if in well A, the memory is ‘A’; if in well B, the
memory is ‘B’.

A system with discrete wells can store the memory of one
of a set of discrete items [23–25]. However, parameters
that can take on a continuous range of values can also be
stored in short-term memory. For example, monkeys can
be trained to remember the intended direction of a
saccade when the response is delayed for a few seconds
[4,7,26]. This direction can, in principle, range from 08 to
3608. To visualize this as an L-function diagram, imagine
that the monkey is holding ‘458’ in memory. There must
therefore be a well for 458. As a position infinitesimally
close to 458 is also a possible memory, there must be
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Current Opinion in Neurobiology

Attractor shapes for persistent activity. (a) A schematic of the firing rate of a persistent, stimulus-dependent neuron. (b) An L function with two wells.
Here, the state variables (x and y axes) are plotted as the firing rates of two neurons but, in general, they are all the variables necessary to define
the system’s state. They could thus include, for example, Ca2þ concentration in dendrites. (c) A ring attractor (see text). (d) Contour plot for the
ring attractor (c). Each position in the ring codes for a different direction. (e) A line attractor. (f) Contour plot for the line attractor (e). Each position on
the line codes for a value of the stimulus being held in memory (e.g. frequency of a vibrotactile stimulus [10]). (g) and (h) Slight imperfections (g) or a
slight tilt (h) destroy the flat bottom of a continuous attractor.
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Figure 1: The two-interval discrimination task, and
neuronal responses to it in prefrontal (PFC) and sec-
ondary somatosensory (S2) cortices. a: Schematic di-
agram of each trial of the task. b: Typical stimulus
set used in the neurophysiological studies we focus on
here (14,17,24,25). Stimuli are frequencies of mechani-
cal vibrations applied to the tip of a monkey’s finger, and
each colored box indicates an (f1,f2) stimulus pair. For
each pair, monkeys made the correct response more
than 91% of the time (16, 22). c-f: Neuronal responses.
Rainbow color code at upper left indicates the f1 value
applied during each type of trial; Y/N color code indi-
cates the pushbutton pressed by the monkey at the end
of each trial. c,d: Smoothed firing rates of two different
PFC neurons recorded over many trials. c: A “plus” neu-
ron. d: A “minus” neuron. e-f: Neuronal responses in
area S2 (13,15). For panels e and f only, rainbow colors
for t 2 8 indicate value of f2.

is created at the position given by f2, the
state will evolve in one of two opposite

directions, depending on the answer to
“f1 f2?” If the horizontal axis stands for
a firing rate that grows from left to right,
the cartoons mimic the activity of plus
neurons, through all phases of the task; if
firing rate grows from right to left, they
mimic minus neurons.

f1=10 Hz

L

f1=22

f1=34

f2=14N Y

LOADING MAINTENANCE COMPARISON/
DECISION

f2=26N Y

 f1 > f2 ?             Y                N 

Figure 2: One-dimensional dynamical algorithm for
two-stimulus-interval discrimination. The value of the
state variable (horizontal axis) is used to represent both
memory of f1 (maintenance) and decision-making out-
come (comparison/decision). See text for explanation.

We propose that the frontal lobe ar-
eas instantiate this dynamical algorithm.
The task-relevant sensory inputs to these
frontal areas arise from secondary so-
matosensory cortex (S2; Fig. 1e,f; (33)).
During the first stimulus, responses in S2
are similar to those in PFC: there are both
plus (Fig. 1e) and minus (Fig. 1f) neu-
rons (13, 15). Unlike PFC, however, dur-
ing most of the delay period S2 neuron
firing rates are low and not f1-dependent.
Also in contrast with PFC, immediately
after presentation of f2, neurons in S2 re-
spond to f2 with the same plus or minus
type firing rate dependence with which
they responded to f1 (34).
Clues about the underlying frontal

lobe neural architecture come from the
analysis of firing rate covariations be-
tween pairs of PFC neurons. These tend
to be positive if both neurons are “plus,”
or both are “minus,” but negative when
one is “plus” and one is “minus” (35),
leading us to consider the architecture
sketched in Fig. 3a. In a simplified ver-
sion of this circuit (Fig. 3b), each node
represents a population of neurons, and
each node’s output variable is the average
activity of the population. Fig. 3c shows a

node’s i/o function– its output, expressed
as a resulting postsynaptic conductance,
as a function of excitatory input (36). The
overall shape obtained, with a threshold
below which output is negligible and sat-
uration at high outputs, is characteristic of
many neuron models.
To graphically study the dynamics of

the circuit of Fig. 3b, we show in black in
Fig. 3d the output of the plus node, as a
function of the inhibitory input from the
minus node. An additional excitatory in-
put E is held constant here. The minus
node’s i/o function can be plotted by sim-
ply exchanging the horizontal and vertical
axes to form the brown axes and curve in
Fig. 3d. This phase plane plot now de-
scribes the complete dynamics of the sys-
tem, for we can follow the input output
activity of each node as it reverberates
around the circuit loop. Points where
the two i/o curves intersect are known as
fixed points, or steady states. These may
be stable (just like the minimum in L dur-
ing loading, Fig. 2) or unstable (maxi-
mum in L during comparison/decision).

Loading phase (Fig. 3e). During the
first stimulus, inputs from area S2 are ac-
tive. Together with the external input E ,
they can shift the i/o functions along their
input axes. If both nodes receive the same
S2 input, then by symmetry the crossing
point of the two i/o curves must lie along
the 45 diagonal of the phase plane plots.
However, we propose that S2+ neurons
project to frontal plus neurons, while S2-
neurons project to frontal minus neurons.
As a result, the position of the single sta-
ble point is determined by the value of f1,
thus instantiating the “loading” mode of
Fig. 2. Horizontal position in Fig. 2 cor-
responds here to the angle of θ (defined in
top phase plane, Fig. 3e).

Maintenance phase (Fig. 3f). Dur-
ing the delay period, the inputs from S2
are silent. The value of E and neuronal
model parameters can be chosen such that
the two i/o curves largely overlap. This
creates a quasi-continuous line of stable
points –a line attractor– and thus instan-
tiates the “maintenance” mode of Fig. 2
(37).

Comparison/Decision phase
(Fig. 3g). We propose that an external
control signal, indicating that the current
stimulus should be treated as f2, not f1,
reduces the otherwise constant excitatory
input E . For low enough E , the system

2

A parametric working memory task

Romo et al 1999



hold the eyes still. However, if the integrator’s parameters are
mistuned, for example, because of insufficient internal positive
feedback, so that firing rates decay toward a ‘‘null’’ rate, then the
eyes will follow suit, and the retinal image will slip in the opposite
direction (Fig. 2a Upper). In the case of simple exponential
decay, seen in many models when internal positive feedback is
too weak, the visual surround will appear to move with a velocity
proportional to eye position, with the proportionality constant
equal to 1!(time constant). This pattern of retinal slip vs. eye
position (‘‘leaky slip’’) could be used to generate a signal to
increase positive feedback within the integrator, which would
tune it back toward stability. Conversely, if the integrator is
unstable, with eye position deviating exponentially away from a
null position, as seen in many models when internal positive
feedback is too strong, the visual surround will appear to move
with a velocity proportional to minus eye position (Fig. 2a
Lower). This pattern of slip (‘‘unstable slip’’) could generate a
signal to decrease positive feedback within the integrator, which
would again tune it back toward stability.

Here we test the hypothesis that external visual feedback tunes
the integrator. We reasoned that if visual feedback normally
tunes integrator stability, it should be possible to detune it to
instability by using an electronically controlled visual stimulus to
impose a retinal slip vs. eye-position relationship consistent with
the integrator being leaky. This effect could be achieved by
rotating the visual surround horizontally with a velocity propor-
tional to eye position (Fig. 2b, ‘‘training to instability’’; see
Supporting Methods, which is published on the PNAS web site).
Conversely, rotating the surround with a velocity proportional to
minus eye position, imposing unstable slip, should drive the
integrator leaky (‘‘training to leak’’). Both manipulations simu-
late the normal pattern of visual feedback, but with an altered
gain between retinal slip and eye position.

We report that the goldfish oculomotor neural integrator
demonstrates remarkable plasticity when visual feedback is
manipulated in this manner and is capable of being trained to
instability or leak with an effective time constant reduced to !1
or 2 s, respectively, a two-orders-of-magnitude change from
control. Conversely, visual feedback from a stationary surround
can gradually retune the neural integrator back toward stability.
Judging by independent tests of responses to vestibular inputs,
fixation instability and leak represent genuine detuning of the
neural integrator. This is a clear demonstration of a progressive
tuning mechanism for the dynamics of a model biological system

for persistent neural activity. Corresponding changes in area I
neural responses are described in a companion paper (25).

Methods
Preparation. All experiments (n " 100 fish) were Institutional
Animal Care and Use Committee approved and performed in
compliance with the National Research Council Guide for the
Care and Use of Laboratory Animals. Goldfish [Carassius auratus,
3–5 inches (8–13 cm) tip to peduncle, from a commercial
supplier] were acclimated to 20–23°C in a 50-gallon aquarium
with daily light exposure. Awake fish were mounted head-fixed
horizontally under water in the experimental tank (6, 22) at a
temperature of 20–22°C. Eye movements were measured with
scleral search coils (26) and were digitized along with planetar-
ium velocity and head position (Digidata and CLAMPEX, Axon
Instruments, Foster City, CA).

Visual Training. A planetarium above the head was rotated by a
velocity-controlled servo motor and projected a random pattern
of white dots moving horizontally on a plastic white screen,
15-cm radius, surrounding the animal (Fig. 2b). During training,
the voltage output of one eye coil was filtered (50-Hz low pass),
offset, amplified, and used as the planetarium velocity drive
signal. This amplification or training gain (g) is presented in units
of (degree!s of planetarium velocity per degree of eye position)
or s#1. The offset E0 (eye position at which spots stationary) was
adjusted to achieve roughly symmetrical leftward and rightward
movements. Generally the eye providing the command was
alternated every 10 or 20 min. Effective training was achieved by
starting with a low g, then gradually increasing it (range, $0.5 to
$5 s#1). If too high a g was imposed when training to leak, the
eyes would become trapped in a rapid sawtooth motion on one
side, impairing training. A light shield surrounded the apparatus
so that the planetarium provided the only source of light.
Training was continued for up to 22 h, during which fixation
performance was monitored every 20 min or longer by recording
for 3–10 min in the dark.

Saccade Detection. When analyzing data, the beginning and end
of a saccade were identified as the first and last time points at
which the absolute value of acceleration exceeded a threshold
(100–500 degrees!s2) after filtering with a 25-ms Gaussian.

Fig. 2. Simulating leaky and unstable retinal slip. (a) Eye drift and retinal slip
of detuned integrator with a stationary visual surround. (Upper) Leaky.
(Lower) Unstable. (Left) Integrator output (eye position) E vs. time (green).
(Right) Position–velocity (PV) plots of eye drift velocity (green) and apparent
motion of visual surround (retinal slip, red) against E. (b) Training paradigm.
The fish is positioned horizontally. Horizontal eye position E measured with
scleral coil, offset by E0, and amplified by g controls horizontal rotation
velocity of planetarium above fish, projecting spots onto wall of tank. This
provides visual feedback consistent with a leaky (g % 0) or unstable (g & 0)
integrator, which gradually drives the integrator to the opposite condition.

Fig. 1. Normal eye movements and firing pattern of a generic area I cell. (a)
Right horizontal eye position recorded in dark. Fixations were approximately
stable between saccades. L, left; R, right. Positions L (R) of midrange were
taken to be positive (negative). (b) Action potentials of right-side area I
neuron recorded with extracellular electrode. (c) Cyan, instantaneous firing
rate (1!interspike interval); black, smoothed progressively more away from
saccades (see ref. 25, Methods); green arrows, ‘‘ON’’ direction saccades; red
arrow, ‘‘OFF’’ direction saccade.

7740 " www.pnas.org!cgi!doi!10.1073!pnas.0401970101 Major et al.
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one another. The collective firing-rate dynamics of the local pop-
ulation of neurons can be described by an N-dimensional firing-
rate vector r!ðtÞ, whose ith component ri(t) represents the firing
rate of neuron i at time t. At any given fixed time t, we can think
of the collection of firing rates ri(t) as a point in N-dimensional fir-
ing-rate space, by plotting each value of ri(t) as i ranges from 1 to
N on a different axis; see Figure 2 for a two-dimensional exam-
ple. Then as time progresses, the firing-rate vector r!ðtÞ traces
out a curve in firing-rate space. The set of delay activities Di for
each neuron i can be thought of as a special point, or vector D

!

in this firing-rate space. In the interpretation of Bisley and Gold-
berg (2003), this point represents the network’s steady-state
activity when salience is assigned to the common RF of all the
neurons.

Now consider the response to a transient visual stimulus,
corresponding to the distractor, flashed in this common RF.
The firing rate of each neuron i will rise to a peak value Vi and
then subsequently decay to its spontaneous firing rate during fix-
ation Si. Again we can think of each collection Vi and Si as special
points or vectors V

!
and S

!
in the same firing-rate space. Since all

of the neurons peak at approximately the same time (Bisley et al.,
2004), the transient response r!ðtÞ traces out a curve that starts
at the point V

!
just after the peak response to the distractor and

eventually decays back down to S
!
. Now in this picture, the con-

straint in Equation 2, that each neuron’s transient response
crosses its own delay activity at approximately the same time,
is equivalent to requiring that the transient decay curve r!ðtÞ

intersect the delay activity vector D
!

as it travels from V
!

to S
!
.

The crossing time tc is the time at which this intersection occurs.
At this time, the transient response ri(tc) equals Di for all i,
reproducing the observation in Equation 2.
As illustrated in Figure 2, a dynamical scenario in which this

crossing will occur is if (1) all directions but one in firing-rate
space decay away quickly, represented by rapid flow down the
walls of the valley in Figure 2, and (2) the one direction that
decays away more slowly, represented by a slower flow down
the valley floor, contains the delay activity vector D

!
. That is, after

the visual transient induced by the distractor, the network rapidly
settles into a single dimension in firing-rate space, which repre-
sents a particular pattern of activity across neurons that is pro-
portional to D

!
. The amplitude of this pattern then decays more

slowly back down to spontaneous activity levels. We will subse-
quently explain how this dynamical scenario can be simply and
robustly realized by the LIP circuit and how this realization then
explains why even neurons that are not part of the same local
network should have a common crossing time. But first, we ex-
amine the data for evidence of this one-dimensional dynamics.

Direct Experimental Evidence
for One-Dimensional Dynamics
These dynamics lead to strong experimental predictions. It is
possible that strongly nonlinear dynamics could build a valley
floor in Figure 2 that is curved, so that although the delay activity
D
!

and spontaneous activity S
!

both lie on the valley floor, they lie
in very different directions in the firing-rate space. But let us
make the stronger assumption on the dynamics that the valley
floor is relatively straight. Then, independent of any other details
of the circuit that realizes these dynamics, the dynamical sce-
nario leads to the following predictions. First, it predicts that
the multineuronal data in Bisley and Goldberg (2006) is one
dimensional over long timescales, that is, it lies along a single
direction in firing-rate space except during transient activity.
This is not at all obvious from plots of the single-neuron data
shown in Figures 3A and 3B, which display a high degree of het-
erogeneity. Second, it predicts that this one preferred dimension
in firing-rate space corresponds to the spontaneous pattern of
activity S

!
across neurons, as shown in Figure 2. Third, since

the delay activity also settles into this preferred activity pattern,
it predicts that the delay activity pattern D

!
across neurons

should simply be a scaled-up version of the spontaneous pattern
S
!

across neurons. This predicts a new fundamental constant in
the LIP circuit: the ratio of delay activity of any given cell to its
own spontaneous activity should be approximately identical
across all cells. Fourth, on short timescales, just after large input
perturbations, due for example to the distractor, the dynamics
should not be confined to one dimension; it should depart from
the spontaneous pattern of activity. Thus, in contrast to the delay
activity D

!
, we predict that the peak visual response V

!
should

show little relationship to the spontaneous activity pattern S
!
.

We verify all four of these predictions at once in Figures 3C and
3D by replotting the single-neuron data in a new coordinate sys-
tem in firing-rate space. We plot the component of neural activity
in the direction of the average spontaneous activity and themag-
nitude of the neural activity orthogonal to this direction in firing-
rate space (see Supplemental Data). As predicted, we see that,

Figure 2. Concept of One-Dimensional Dynamics
An example of firing-rate space for N = 2 neurons. Visual (V), delay (D), and

spontaneous activity (S) are points in this space, while the visual transient

response to a distractor is a curve starting at V and traveling to S. This dynam-

ics can be viewed as motion down an energy valley, shown above, which is

determined by the connectivity between neurons. The floor could be curved,

as shown here, due to nonlinear effects. But regardless of its shape, its critical

property of one dimensionality forces the decaying transient response to inter-

sect the delay period activity. Furthermore, to the extent towhich S andDdo lie

along a single line through the origin, the delay activity of each neuron will be

proportional to its spontaneous activity.

Neuron

One-Dimensional Dynamics in LIP

18 Neuron 58, 15–25, April 10, 2008 ª2008 Elsevier Inc.

One dimensional dynamics
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Figure 14-63 Schematic of a Hopfeld 
network. In this energy landscape, in 
which darker and lighter colors represent 
valleys and peaks, respectively, each point 
represents an activity state of a neural 
circuit (Figure 8-35). Dynamics in the 
circuit over time can be envisioned as 
following specific trajectories in this energy 
landscape. The Hopfield recurrent network 
guarantees that over time, neural states 
will reach local minima (marked by crosses). 
This property can be used for pattern 
completion in associative memory. If a 
circuit starts out with partial information, 
it follows a downhill path (red arrow) to 
the nearest valley, which contains the 
complete information (full memory). (From 
Tank DW & Hopfield JJ [1986] Sci Am 
257[6]:104–114. With permission from 
Springer Nature.) 

state with complete 
information 

state with partial 
information 

full memory with partial information (a process called pattern completion). The 
concept of an attractor in an energy landscape has since been widely used to 
describe dynamics of neural networks beyond associative memory and Hopfield 
networks. 

In our final example, researchers treated excitatory and inhibitory neurons 
separately in a recurrent model and gained interesting insights after a few sim-
plifications. Suppose that NE excitatory and NI inhibitory neurons in a network 
are reciprocally connected, and additionally receive NO external inputs (Figure 
14-64A). Suppose further that each two-state neuron receives K excitatory and K 
inhibitory inputs (K << N) through random connections but requires only √" K 
excitatory inputs to cross its firing threshold. All neurons are modeled as binary 
units. In this network, if a neuron receives strong excitatory input, it also receives 
strong inhibitory input; each neuron fires when its total excitatory input exceeds 
its total inhibitory input by a specific amount—this firing pattern resembles what 
has been observed in cortical neurons. Computational analyses revealed that this 
network has two remarkable properties. First, even though each neuron is a non-
linear unit—converting analog input signals into digital output signals—network 
activity (the fraction of neurons firing) varies linearly with the strength of the input 
(Figure 14-64B). Second, if there is a change in input, the response time for net-
work activity changes more rapidly than in an unbalanced network (a network 
in which inhibitory and excitatory inputs are not generally equal; Figure 14-64C). 
Balanced networks respond more quickly because all neurons tend to be near fir-
ing threshold at all times. 

These examples illustrate some general approaches in theoretical and com-
putational neurobiology. Modeling requires certain simplifying assumptions to 
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Memory recall and Hopfield network
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FIGURE 5.51
Recall of memories in the Hopfield model. The number
of patterns K stored in the network is proportional to
the number of neurons, so that α = K/N is the natural
parameter. As α increases, the fraction of errors in the
recalled patterns increases, until at some critical value αc

recall fails catastrophically, and the states of the network are
not correlated with the stored patterns at all. Redrawn from
Amit et al. (1985).

assuming that both K and N are large. As long as
√

NK ≪ N , or equivalently K ≪ N ,
the mean field dominates the random field, and the stored memory is stable. For some
value of K/N , we expect that the random field will win: even if all N − 1 neurons are
in the state corresponding to a stored memory, this is not enough to force the last spin
into the correct state, and hence the stored pattern becomes unstable.

It is not so easy to improve on this rough calculation. To do better, we really have
to understand what happens in systems where the parameters of the energy function
are chosen at random, which is technically demanding. As explained in the references
in the Annotated Bibliography for this section, the result of these much more difficult
calculations, summarized in Fig. 5.51, is not so far from our rough estimate: there are
stable stored memories in large networks so long as α = K/N is smaller than a critical
value αc ≈ 0.14. The subtlety is that once the number of stored patterns is proportional
to the number of neurons, the recall is not quite perfect—the patterns σi that are stable
are ∼1% different from the patterns ξi that were stored. This is fine, perhaps, so long
as the patterns are distinguishable from one another. Importantly, in large networks
(N → ∞) the transition between recalling memories for α < αc and failure for α > αc

is sharp, and failure is catastrophic.
Let’s think about how much progress we have made toward solving our original

problem. The Hopfield model shows how the dynamics of a neural network can
correspond to “downhill” motion on an energy landscape, much like a ball rolling down
a hill. Thus, the system as a whole has collective, macroscopic states that will persist
for times arbitrarily long compared with the basic time scales of the system—the time
scales on which the individual neurons update their microscopic states according to
Eq. (5.120). Importantly, there are not just a few of these stable states, but many of them,
in proportion to the number of neurons. Unlike the case of the ball coming to a stop at
the bottom of the hill, the stability of these states is the result of activity, each neuron
receiving continuous input from other neurons in the network; in effect the stable states
are patterns of electrical activity that can reinforce themselves as they propagate through
the network, embodying old ideas about the reverberation of activity patterns through
the extensive feedback loops found in the brain.

It is tempting to think of the stable patterns of activity, σ ≈ ξ(µ) as being memories.
When we set the synaptic connection matrix to the form shown in Eq. (5.132), we “store”
the memories, and as the dynamics settles into one of its locally stable states, one of



Figure 1: The Transformer - model architecture.

The Transformer follows this overall architecture using stacked self-attention and point-wise, fully
connected layers for both the encoder and decoder, shown in the left and right halves of Figure 1,
respectively.

3.1 Encoder and Decoder Stacks

Encoder: The encoder is composed of a stack of N = 6 identical layers. Each layer has two
sub-layers. The first is a multi-head self-attention mechanism, and the second is a simple, position-
wise fully connected feed-forward network. We employ a residual connection [11] around each of
the two sub-layers, followed by layer normalization [1]. That is, the output of each sub-layer is
LayerNorm(x + Sublayer(x)), where Sublayer(x) is the function implemented by the sub-layer
itself. To facilitate these residual connections, all sub-layers in the model, as well as the embedding
layers, produce outputs of dimension dmodel = 512.

Decoder: The decoder is also composed of a stack of N = 6 identical layers. In addition to the two
sub-layers in each encoder layer, the decoder inserts a third sub-layer, which performs multi-head
attention over the output of the encoder stack. Similar to the encoder, we employ residual connections
around each of the sub-layers, followed by layer normalization. We also modify the self-attention
sub-layer in the decoder stack to prevent positions from attending to subsequent positions. This
masking, combined with fact that the output embeddings are offset by one position, ensures that the
predictions for position i can depend only on the known outputs at positions less than i.

3.2 Attention

An attention function can be described as mapping a query and a set of key-value pairs to an output,
where the query, keys, values, and output are all vectors. The output is computed as a weighted sum

3

The Basic Architecture of Transformer

Attention is all you need

Scaled Dot-Product Attention Multi-Head Attention

Figure 2: (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of several
attention layers running in parallel.

of the values, where the weight assigned to each value is computed by a compatibility function of the
query with the corresponding key.

3.2.1 Scaled Dot-Product Attention

We call our particular attention "Scaled Dot-Product Attention" (Figure 2). The input consists of
queries and keys of dimension dk, and values of dimension dv . We compute the dot products of the
query with all keys, divide each by

p
dk, and apply a softmax function to obtain the weights on the

values.

In practice, we compute the attention function on a set of queries simultaneously, packed together
into a matrix Q. The keys and values are also packed together into matrices K and V . We compute
the matrix of outputs as:

Attention(Q,K, V ) = softmax(
QK

T

p
dk

)V (1)

The two most commonly used attention functions are additive attention [2], and dot-product (multi-
plicative) attention. Dot-product attention is identical to our algorithm, except for the scaling factor
of 1p

dk
. Additive attention computes the compatibility function using a feed-forward network with

a single hidden layer. While the two are similar in theoretical complexity, dot-product attention is
much faster and more space-efficient in practice, since it can be implemented using highly optimized
matrix multiplication code.

While for small values of dk the two mechanisms perform similarly, additive attention outperforms
dot product attention without scaling for larger values of dk [3]. We suspect that for large values of
dk, the dot products grow large in magnitude, pushing the softmax function into regions where it has
extremely small gradients 4. To counteract this effect, we scale the dot products by 1p

dk
.

3.2.2 Multi-Head Attention

Instead of performing a single attention function with dmodel-dimensional keys, values and queries,
we found it beneficial to linearly project the queries, keys and values h times with different, learned
linear projections to dk, dk and dv dimensions, respectively. On each of these projected versions of
queries, keys and values we then perform the attention function in parallel, yielding dv-dimensional

4To illustrate why the dot products get large, assume that the components of q and k are independent random
variables with mean 0 and variance 1. Then their dot product, q · k =

Pdk
i=1 qiki, has mean 0 and variance dk.

4

Scaled Dot-Product Attention Multi-Head Attention

Figure 2: (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of several
attention layers running in parallel.

of the values, where the weight assigned to each value is computed by a compatibility function of the
query with the corresponding key.

3.2.1 Scaled Dot-Product Attention

We call our particular attention "Scaled Dot-Product Attention" (Figure 2). The input consists of
queries and keys of dimension dk, and values of dimension dv . We compute the dot products of the
query with all keys, divide each by

p
dk, and apply a softmax function to obtain the weights on the

values.

In practice, we compute the attention function on a set of queries simultaneously, packed together
into a matrix Q. The keys and values are also packed together into matrices K and V . We compute
the matrix of outputs as:

Attention(Q,K, V ) = softmax(
QK

T

p
dk

)V (1)

The two most commonly used attention functions are additive attention [2], and dot-product (multi-
plicative) attention. Dot-product attention is identical to our algorithm, except for the scaling factor
of 1p

dk
. Additive attention computes the compatibility function using a feed-forward network with

a single hidden layer. While the two are similar in theoretical complexity, dot-product attention is
much faster and more space-efficient in practice, since it can be implemented using highly optimized
matrix multiplication code.

While for small values of dk the two mechanisms perform similarly, additive attention outperforms
dot product attention without scaling for larger values of dk [3]. We suspect that for large values of
dk, the dot products grow large in magnitude, pushing the softmax function into regions where it has
extremely small gradients 4. To counteract this effect, we scale the dot products by 1p

dk
.

3.2.2 Multi-Head Attention

Instead of performing a single attention function with dmodel-dimensional keys, values and queries,
we found it beneficial to linearly project the queries, keys and values h times with different, learned
linear projections to dk, dk and dv dimensions, respectively. On each of these projected versions of
queries, keys and values we then perform the attention function in parallel, yielding dv-dimensional

4To illustrate why the dot products get large, assume that the components of q and k are independent random
variables with mean 0 and variance 1. Then their dot product, q · k =

Pdk
i=1 qiki, has mean 0 and variance dk.

4



Fixed points and stability

Theorem: If there exists a Lyapunov function, the system is 
(globally) stable where the trajectory will converge to one 
of the extrema of I(#).

Lyapunov function I(#)

"
"% I # % = 0 ⇒ ∇I # = 0

Global stability: starting from any initial condition

I # ≥ V3, has a lower bound
"
"% I(#(%)) ≤ 0

du
dt

= f(u)



An example 

dx
dt

= − x + 4y

dy
dt

= − x − y3

Consider V(x, y) = x2 + αy2

·V = 2x ·x + 2αy ·y = 2x(−x + 4y) + 2αy(−x − y3)

= − 2x2 − 2αy4 + (8 − 2α)xy
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τ
dui

dt
= − ui + ∑

j=1..N

wijuj + I0
i

+

wij = wji =
1
N

J( |θi − θj | )

ui = f(θi − θ0)

τ
∂u(θ, t)

∂t
= − u(θ, t) + [ 1

2π ∫
π

−π
J(θ − θ′￼)u(θ′￼, t)dθ′￼+ I0(θ)]

+

Let N → ∞

Solution:  
A continuum of steady states 

encode a continuous parameter (angle)

e.g., u(θ) = a + b cos(θ − θ0)
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J = J0 + J1 cos θ
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5.3. Stationary solution of the ring model

The stationary profile of the above equations is simple in that the stationary pro-
file of the network activity peaks at the peak of the external input, i.e.,

ψ = θ0. (5.16)
(Note that it is easy to see that this is at least a possible solution by assuming that
it holds and then solving the resultant equations. Furthermore, it can be shown
that this is the only solution.) We then write the steady state solution in the form

a(θ) = A(θ − θ0). (5.17)
Substituting equation (5.17) into equation (5.15) and setting the time derivative
equal to zero yields

A(θ) = [J0A0 + I 0
0 + (J1A1 + I 0

1 ) cos(θ)]+. (5.18)

Amplification of signals in the linear regime

In this simplest model, if we assume that everything is above threshold, equa-
tion (5.18) becomes linear. By Fourier transforming one obtains,

A0 = I 0
0

1 − J0
A1 = I 0

1

2 − J1
. (5.19)

These results demonstrate the potential signal amplification provided by the re-
current network even in the linear regime. One measure of feature selectivity is
the ratio between the spatially modulated and the unmodulated components of
the neural activity. In our case at the level of inputs, this Selectivity Index (SI) is:

SIinput = I 0
1

I 0
0

. (5.20)

On the other hand the SI of the recurrent network is:

SInetwork = 1 − J0

2 − J1
SIinput. (5.21)

So if J1 is close to 2, the selectivity of the network can be substantially bigger
than the selectivity of the input.

The results of equation (5.19) yield two critical values of interaction at J0 = 1
and J1 = 2. When J0 > 1 amplitude instability occurs. In the context of this
model, this means that the activity profile diverges. This would correspond to
saturation in real neurons. The implication of the second instability is different.
When J1 > 2 spatial symmetry breaking occurs, as explained below.

5.4. Symmetry breaking in the ring model

Symmetry breaking refers to the phenomenon in which a pattern dynamically
develops in a system in the absence of a spatially modulated external input; that
is it develops spontaneously. To study this phenomenon in our system let us
assume that I 0

1 = 0. The naïve solution is a homogeneous activity pattern with

46 H. Sompolinsky and O.L. White

Fig. 5.1. f (θ) and tuning width vs. J1 for ring model with spontaneously broken symmetry.

A1 = 0. However, for J1 > 2 this pattern becomes unstable. What happens as
we cross the line into this region of instability? We must consider a nonlinear
solution with A1 > 0. Because we are in the nonlinear regime, the activity profile
is a cosine truncated at some distance from its peak, denoted as θc. With this form
we can integrate equation (5.18) and derive the following equations for the order
parameters

A1 = 1
2π

∫ θc

−θc

dθ cos θA(θ)

= J1A1
1

2π

∫ θc

−θc

dθ cos θ(cos θ − cos(θc)). (5.22)

Excluding the unstable solution A1 = 0, this equation reduces to
1 = J1f (θc) (5.23)

where

f (θc) = 1
2π

[
θc − 1

2
sin(θc)

]
. (5.24)

The function f is depicted in Figure 5.1a. Clearly there is a solution to equa-
tion (5.23) only for J1 larger than 2. For J1 > 2 there is a solution for θc, which
decreases monotonically with the value of J1, as shown in Figure 5.1b.

The ring attractor

In deriving the tuned solution above, we used equation (5.18). But this equation
was derived from the more general equation (5.15) by substituting ψ = θ0. In
the present case, the external input is uniform, so θ0 is ill defined. So what is ψ?
The answer is that the location of the peak ψ is arbitrary. Thus when J1 > 2 the
system possesses a manifold of states called the ring attractor. In this parameter
regime the system is in a marginal phase since the stationary states along the ring
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are stable against all perturbations except those that cause a translation of the ac-
tivity profile along the ring. This marginal stability is inherent in any system with
a continuous attractor manifold, similar to the case of the line attractor discussed
in Section 4.

Contrast invariance

An important property of the ring attractor is the invariance of activity profile
shape to change in the intensity of the stimulus (which in the case of vision can
be taken as the stimulus contrast). This feature is important since, at least in the
case of orientation, contrast invariance of tuning is observed experimentally and
it is not easy to obtain by simple feedforward scenarios. The difficulty comes
from the ‘iceberg effect’, caused by the presence of the neuronal firing threshold.
When the stimulus intensity changes, I 0

0 changes by a smaller amount than I 0
1 .

This occurs because the former is the stimulus DC value relative to threshold and
presumably remains constant when contrast changes.

To see that the ring attractor yields contrast invariance, first notice that the
equation for profile width θc (equation (5.23)) does not involve I 0

0 . It is com-
pletely determined by the recurrent interactions and hence the intensity of the
external input does not affect the shape of the activity profile. It only scales its
overall amplitude.

Next, we consider the effect of a tuned stimulus on the network state. Assume
a non-uniform but weakly tuned input,

0 < I 0
1 ≪ I 0

0 . (5.25)
In this case, the location of the peak of the stationary solution is not arbitrary but
pinned to the stimulus angle θ0. On the other hand, the shape of the solution is
not substantially different from the one calculated with I 0

1 = 0. Thus as long as
the tuning of the input does not dominate the response of the network, the shape
of the network profile (and hence also the tuning curves of the neurons) will be
approximately invariant to the stimulus contrast.

In Fig. 5.2 we show the activity profile of the ring network when input with
angle θ0 = π is presented. The input has the shape of I0 given by equation (5.6)
with SIinput = 0.18 and two values of intensity (‘contrast’): (1) I 0

0 = 1; and 2)
I 0

0 = 1.4. The threshold of firing is 1. The interaction has the cosine profile of
the simplest ring, given by equation (5.5) with J0 = −0.4 and J1 = 4. In the
absence of recurrent interactions the network’s stationary profile is narrow for
the low contrast because of the threshold effect but becomes very broad at the
higher contrast, as indicated by the dashed curves. In the ring attractor regime,
the activity profile remains with roughly the same shape in both cases although
the amplitude of the response increases almost five fold, as indicated by the solid
curves.

48 H. Sompolinsky and O.L. White

Fig. 5.2. Activity profile of the ring network for different contrasts.

Fig. 5.3. Phase diagram of the simplest ring network. (Adapted from Hansel and Som-
polinsky, figure 7.)



Energy landscape of a continuous attractor

can change markedly and systematically during the mem-
ory period. The second part of this review underscores the
observation of these dynamics: their ubiquity suggests
that rather than being peripheral to the memory process,
they may be central to it. These systematic dynamics
should therefore be incorporated into cortical models of
short-term memory.

Robustness to noise and imprecise
components
Stimulus-dependence in persistent activity is thought to
correspond to a state of the neural memory system in
which the system will remain (persist) even after the
stimulus is gone (Figure 1a). This state must be stable, in
the sense that the systemmust remain in this state even if
disturbed slightly by noise. For this to occur, there must
be forces that restore the system back to the stable state if
noise makes it stray slightly away. Let us imagine that
there is a function of the state of the system, which we
shall call L, and that the dynamics of the system are such
that L always tends to fall in value as time progresses.
The restoring forces around the stable point can then be
visualized as walls of L that form a well around that point.
Because L tends to decrease, once the system is in a state
inside the well, it will tend to decline to the lowest level

of the well and then stay there (Figure 1b). At least
locally around any stable fixed point, L can always be
defined. Hence we can always use it for the purpose of
visualization, even if further away from the stable points
(e.g. in the reddish brown regions in Figure 1) the precise
value of L may not actually be defined. A network of
neurons with two different persistent stable states can
thus be visualized as an L function (technically known as
a Lyapunov function) with two separate wells (Figure 1b).
By identifying the position the system’s state is in, it
is possible to decode the memory held in the system:
that is, if in well A, the memory is ‘A’; if in well B, the
memory is ‘B’.

A system with discrete wells can store the memory of one
of a set of discrete items [23–25]. However, parameters
that can take on a continuous range of values can also be
stored in short-term memory. For example, monkeys can
be trained to remember the intended direction of a
saccade when the response is delayed for a few seconds
[4,7,26]. This direction can, in principle, range from 08 to
3608. To visualize this as an L-function diagram, imagine
that the monkey is holding ‘458’ in memory. There must
therefore be a well for 458. As a position infinitesimally
close to 458 is also a possible memory, there must be
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Current Opinion in Neurobiology

Attractor shapes for persistent activity. (a) A schematic of the firing rate of a persistent, stimulus-dependent neuron. (b) An L function with two wells.
Here, the state variables (x and y axes) are plotted as the firing rates of two neurons but, in general, they are all the variables necessary to define
the system’s state. They could thus include, for example, Ca2þ concentration in dendrites. (c) A ring attractor (see text). (d) Contour plot for the
ring attractor (c). Each position in the ring codes for a different direction. (e) A line attractor. (f) Contour plot for the line attractor (e). Each position on
the line codes for a value of the stimulus being held in memory (e.g. frequency of a vibrotactile stimulus [10]). (g) and (h) Slight imperfections (g) or a
slight tilt (h) destroy the flat bottom of a continuous attractor.
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explain the basic properties of bump dynamics,
including its uniqueness and its persistence in
darkness. We therefore probed the network’s re-
sponse to more artificial conditions, such as
abrupt visual stimulus shifts.
We first examined experimentally how the E-PG

population responded to unnatural, abrupt visual
shifts. Depending on the distance of the shift, the
E-PG bump either “flowed” continuously (shorter
shift distances; Fig. 4, A and C, andmovies S7 and
S8) or “jumped” to the new location (longer shift
distances; Fig. 4, B and C, and movie S9) (16). In
simulations, both models predicted a mixture
of jump and flow responses, depending on the
strength andwidth of the abruptly shifting visual
input (Fig. 4D, fig. S4A, and supplementary text).
For example, weakwide input induced flows and
strongnarrow input evoked jumps (Fig. 4D).How-
ever, the jump-flow balance predicted by the two

models differed and was more consistent with
the local model in several aspects (Fig. 4D and
fig. S4A). First, the visual input strength we in-
ferred fromnormal conditions wasmuchweaker
than requiredby the globalmodel for bump jumps
(fig. S1D). Second, the global model required a
much-wider-than-normal range of visual input
strengths to explain jumps at multiple distances
(Fig. 4D, fig. S1D, and fig. S4A). Third, using pa-
rameters consistent with the rest of our findings,
we could reproduce the jump-flow ratio observed
in Fig. 4C with the local model but not with the
global model (fig. S4B).
To obtainmore concrete evidence, we compared

model predictions to experimentally observed
bump dynamics, under conditions in which input
strength, polarity, and shift distance were control-
led through optogenetic stimulation. To simulate
moderate and large input shift distances, we se-

quentially stimulated two small regions in the EB—
each with an angular width of 22.5°—separated
by either 90° or 180° (Fig. 4, E to G,movie S10, and
fig. S4, C to E). We then varied the stimulation
laser power to detect the threshold required for the
bump to jump (Fig. 4E). The laser power required
to elicit a jump was not significantly different be-
tween the two different shift distances, favoring
the local model (Fig. 4F). We then inferred the
strength of input to the network by comparing the
amplitude of the optogenetically evoked bump to
natural bump amplitudes in darkness. The opto-
genetic input strength required to induce jumps
was smaller than the global model’s prediction
but matched that of the local model (Fig. 4G)
and the range of the inferred visual input strength
under normal conditions (fig. S1D, fig. S4, D and
E, and movie S11). Finally, when we tested inter-
mediate models that lie between the extremes of
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Fig. 1. E-PG neurons encode body orientation relative to the visual world
during tethered closed-loop flight. (A) Setup schematic. (B) Close-up of
tethered flying fly. (C) Central complex. (D) Dendrites of each E-PG neuron
innervate wedge-shaped segment of EB; axons project to corresponding
glomeruli in PB and Gall. (E) Averaged calcium image of dendritic processes of
entire E-PG population segmented into 16 regions of interest (ROIs).
(F) Position (PVAdirection) and strength (PVAamplitude) of bump obtained by
summation of 16 vectors whose lengths represent magnitude of fluorescence
transients (DF/F0). (G) GCaMP6f fluorescence transients in E-PG dendrites
during tethered flight in complex visual scene.Top: Visual pattern at sample

time points. Second row: Sample frames of calcium imaging.Third row: DF/F0
of 16 ROIs. Grayscale band denotes PVA amplitude; red line is PVA estimate.
Fourth row: PVA estimate and heading (blue). Bottom: Same as fourth row, but
unwrapped. (H) Fluorescence transients in darkness. (I) Number of activity
bumps in E-PG population across flies (n = 10) for three visual conditions.
Each dot with vertical line indicates mean ± SEM for each fly. Population mean
± SEM is shown at left of each scatterplot. (J) Bump width measured by full
width at half maximum. (K) Correlation between estimated bump position and
heading. (L) Angular offset between PVA estimate and scene orientation.
Whisker plots, mean ± circular SD.

RESEARCH | REPORT

Ring attractor dynamics in fly brain

NEUROSCIENCE

Ring attractor dynamics in the
Drosophila central brain
Sung Soo Kim,* Hervé Rouault,* Shaul Druckmann,† Vivek Jayaraman†

Ring attractors are a class of recurrent networks hypothesized to underlie the representation
of heading direction. Such network structures, schematized as a ring of neurons whose
connectivity depends on their heading preferences, can sustain a bump-like activity pattern
whose location can be updated by continuous shifts along either turn direction.We recently
reported that a population of fly neurons represents the animal’s heading via bump-like
activity dynamics.We combined two-photon calcium imaging in head-fixed flying flies with
optogenetics to overwrite the existing population representation with an artificial one,which
was then maintained by the circuit with naturalistic dynamics. A network with local
excitation and global inhibition enforces this unique and persistent heading representation.
Ring attractor networks have long been invoked in theoretical work; our study provides
physiological evidence of their existence and functional architecture.

S
tudies of neural circuits near the sensory
periphery have produced deep mechanistic
insights into circuit functions (1, 2). How-
ever, it has beenmore challenging to under-
stand circuit functions in central brain regions

dominated by recurrent networks, which often
produce complex neural activity patterns. These
dynamics play a major role in shaping cognitive
functions (3–7) , such as themaintenance of head-
ing information during navigation (8–10). A head-
ing representation must be unique (because an
animal can face only one direction at a given
time) and persistent (to allow an animal to keep
its bearings in darkness), yet must allow updating
thatmatches themagnitude and speed of heading
changes expected from the animal’s movements.
Theoretically, this can be accomplished by ring
attractor networks (11–14), wherein the posi-
tion of a localized subset of active neurons in a
topological ring represents the animal’s heading
direction. However, whether the brain uses these
hypothesized networks is still unknown (8, 15).
A recent study reported that a population of
neurons, called E-PG neurons (Fig. 1, C and D;
see supplementarymaterials for nomenclature),
in the Drosophila melanogaster ellipsoid body
(EB) appears to use bump-like neural activity dy-
namics to represent the animal’s heading in
visual environments and in darkness (16, 17). Here,
we establish essential properties of the network
that enables this representation.
We first determined whether the E-PG popu-

lation activity bump tracks the fly’s heading direc-
tion relative to its visual surroundings during
tethered flight (Fig. 1 and fig. S1). We used two-
photon imaging with the genetically encoded cal-
cium indicator GCaMP6f (18) to record dendritic
calcium activity of the entire E-PG population in
the EB while the fly was flying in a virtual-reality
LED arena. The azimuthal velocity of the visual

scene was proportional to the fly’s yaw velocity
(Fig. 1, A and B). As with walking flies (16), E-PG
population activity during flight was organized
into a single bump, whether the visual scene con-
tained a single bar (fig. S1B) or a more complex
pattern (Fig. 1G). The activity bump closely tracked
the fly’s heading in flight (Fig. 1K) and persisted
in darkness (Fig. 1H). However, unlike in walking,
the activity bump seldom tracked the fly’s motor
actions in darkness (Fig. 1, H and K, and fig. S1C),
potentially because tethering deprives the fly of nor-
mal sensory feedback about its rotational move-
ments from its halteres (19). Although the location
of the activity bump eventually drifted in some
flies, the bump’s movement was, on average,
uncorrelated to the animal’s turning move-
ments in darkness (Fig. 1K). These findings
suggest that the representation of heading in
the E-PG population has intact, visually driven
dynamics as well as persistence, but is largely
uncoupled from updating by self-motion cues
during tethered flight.
To test whether the fly’s compass network

enforces a unique bumpwithin the EB, we took
advantage of the relative persistence of the visually
evokedactivity bump indarkness, andaskedwheth-
er this bump could coexistwith an “artificial” bump
of activity. We used localized optogenetic stimula-
tion to create artificial activity bumps in different
locations within the E-PG population. Using a
transgenic fly line in which E-PG neurons co-
expressedCsChrimson (20) andGCaMP6f,weused
alternating two-photon laser scan lines of excita-
tion (higher laser intensity) and imaging (normal
laser intensity) to monitor changes in E-PG pop-
ulation dynamics in response to an optogeneti-
cally created spot of local activity (Fig. 2, A and B,
and fig. S2, A and B). By varying the intensity of
stimulation light delivered to the target location,
we could create bumps of increased calcium ac-
tivity (Fig. 2, C toF, andmovie S1). As thenewbump
formed, activity at the previous location began
to decline and eventually disappeared (Fig. 2D)
without significantly perturbing the fly’s behavior
(but see fig. S2E).When the optogenetic excitation

was terminated, the amplitude of the artificially
created bump settled at levels typically evoked by
sensory stimuli and did not disappear; it either
stayed in the induced location for several sec-
onds (fig. S2F) or slowly drifted away (see below)
(Fig. 3).
The bump’s uniqueness may arise through ei-

ther recurrent mutual suppression or an indirect
mechanism whereby strong bump activity in the
EB functionally inhibits feedforward sensory in-
puts to other E-PG neurons. To discriminate be-
tween these alternatives, we simultaneously excited
two locations on the EB ring. A reference location
was excited at a fixed laser power, and a second,
spatially offset location was excited at increasing
levels of laser power (fig. S2G and movies S3 to
S5). We could always suppress the reference
bump by increasing laser power at the second
location above a certain threshold, consistent
with mutual suppression.
Recurrent suppression can ensure a unique

activity bump through a simple winner-take-all
(WTA) circuit (fig. S3A). However, an animal’s
representation of its angular orientation should
favormore continuous updates based on turning
actions. Such gradual, ordered drift to nearby
locations would be more consistent with contin-
uous, or ring, attractor models (fig. S3, B to D).
We therefore examined changes in the location
of an artificially created bump after the stabili-
zation of its peak activity at the “natural” level.
The experiments were performed in darkness to
untether the bump from any potentially lingering
visual input (Fig. 3). If EB dynamics were driven
by a WTA network, bumps would be expected
to disappear at times and to jump to random
distant locations (fig. S3E). In contrast, the bump
drifted gradually around the EB (Fig. 3, B and
D, andmovie S6); this finding suggests that the
fly’s heading representation is updated through
functionally excitatory interactions between neigh-
boring E-PG neurons, consistent with a ring
attractor model. These observations together
rule out the possibility that network dynamics
in darkness result purely from cell-intrinsic me-
chanisms (21, 22) or slowly decaying visual input.
Most important, direct manipulation of E-PG
neuron activity changed the network state, which
implies that E-PG neurons do not merely mirror
dynamics occurring in a different circuit, but are
themselves an important component of the ring
attractor (23).
We next aimed to dissect the effective con-

nectivity pattern underlying ring attractor dy-
namics in the E-PG population. A wide range of
network structures can, in principle, implement
ring attractors (11, 13, 14, 24, 25). We focused our
efforts to a model space between two extreme net-
work architectures that are analytically solvable:
(i) a “globalmodel” based on global cosine-shaped
interactions (fig. S3B) (11, 13, 26) and (ii) a “local
model” based on relatively local excitatory inter-
actions (fig. S3D and supplementary text) (24, 27) .
Under constraints of a fixed bump width of 90°
to match physiological observations (Fig. 1J) and
an assumption of effectively excitatory visual in-
put without any negative bias, bothmodels could
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explain the basic properties of bump dynamics,
including its uniqueness and its persistence in
darkness. We therefore probed the network’s re-
sponse to more artificial conditions, such as
abrupt visual stimulus shifts.
We first examined experimentally how the E-PG

population responded to unnatural, abrupt visual
shifts. Depending on the distance of the shift, the
E-PG bump either “flowed” continuously (shorter
shift distances; Fig. 4, A and C, andmovies S7 and
S8) or “jumped” to the new location (longer shift
distances; Fig. 4, B and C, and movie S9) (16). In
simulations, both models predicted a mixture
of jump and flow responses, depending on the
strength andwidth of the abruptly shifting visual
input (Fig. 4D, fig. S4A, and supplementary text).
For example, weakwide input induced flows and
strongnarrow input evoked jumps (Fig. 4D).How-
ever, the jump-flow balance predicted by the two

models differed and was more consistent with
the local model in several aspects (Fig. 4D and
fig. S4A). First, the visual input strength we in-
ferred fromnormal conditions wasmuchweaker
than requiredby the globalmodel for bump jumps
(fig. S1D). Second, the global model required a
much-wider-than-normal range of visual input
strengths to explain jumps at multiple distances
(Fig. 4D, fig. S1D, and fig. S4A). Third, using pa-
rameters consistent with the rest of our findings,
we could reproduce the jump-flow ratio observed
in Fig. 4C with the local model but not with the
global model (fig. S4B).
To obtainmore concrete evidence, we compared

model predictions to experimentally observed
bump dynamics, under conditions in which input
strength, polarity, and shift distance were control-
led through optogenetic stimulation. To simulate
moderate and large input shift distances, we se-

quentially stimulated two small regions in the EB—
each with an angular width of 22.5°—separated
by either 90° or 180° (Fig. 4, E to G,movie S10, and
fig. S4, C to E). We then varied the stimulation
laser power to detect the threshold required for the
bump to jump (Fig. 4E). The laser power required
to elicit a jump was not significantly different be-
tween the two different shift distances, favoring
the local model (Fig. 4F). We then inferred the
strength of input to the network by comparing the
amplitude of the optogenetically evoked bump to
natural bump amplitudes in darkness. The opto-
genetic input strength required to induce jumps
was smaller than the global model’s prediction
but matched that of the local model (Fig. 4G)
and the range of the inferred visual input strength
under normal conditions (fig. S1D, fig. S4, D and
E, and movie S11). Finally, when we tested inter-
mediate models that lie between the extremes of
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Fig. 1. E-PG neurons encode body orientation relative to the visual world
during tethered closed-loop flight. (A) Setup schematic. (B) Close-up of
tethered flying fly. (C) Central complex. (D) Dendrites of each E-PG neuron
innervate wedge-shaped segment of EB; axons project to corresponding
glomeruli in PB and Gall. (E) Averaged calcium image of dendritic processes of
entire E-PG population segmented into 16 regions of interest (ROIs).
(F) Position (PVAdirection) and strength (PVAamplitude) of bump obtained by
summation of 16 vectors whose lengths represent magnitude of fluorescence
transients (DF/F0). (G) GCaMP6f fluorescence transients in E-PG dendrites
during tethered flight in complex visual scene.Top: Visual pattern at sample

time points. Second row: Sample frames of calcium imaging.Third row: DF/F0
of 16 ROIs. Grayscale band denotes PVA amplitude; red line is PVA estimate.
Fourth row: PVA estimate and heading (blue). Bottom: Same as fourth row, but
unwrapped. (H) Fluorescence transients in darkness. (I) Number of activity
bumps in E-PG population across flies (n = 10) for three visual conditions.
Each dot with vertical line indicates mean ± SEM for each fly. Population mean
± SEM is shown at left of each scatterplot. (J) Bump width measured by full
width at half maximum. (K) Correlation between estimated bump position and
heading. (L) Angular offset between PVA estimate and scene orientation.
Whisker plots, mean ± circular SD.
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Fig. 2. E-PG neurons compete by mutually suppressing each other
through recurrent connections. (A) Schematic of simultaneous calcium
imaging and localized optogenetic stimulation. (B) Analysis procedure for
collected images. (C) Top: Temporal profile of two-photon optogenetic
stimulation. Bottom: Three sample frames (smoothed with Gaussian
filter). Yellow rectangle with arrow, stimulus OFF; red rectangle with arrow,
stimulus ON. (D) Time course of calcium dynamics from example fly (left)
and population (right). Gray background, optogenetic stimulation period;
gray lines, individual trials (left) or flies (right). Top: Mean F of stimulated

ROIs. Bottom: Mean of the four most active ROIs outside optogenetically
stimulated area before stimulation. Thick colored lines and colored shaded
area denote mean and SEM, respectively. (See fig. S2C for control
experiment.) (E) Distribution of fluorescence ratio during and before
stimulation. P < 0.001, Wilcoxon rank sum test between stimulated (red)
and outside stimulation (blue) areas. (See fig. S2D for control experiment.)
(F) Suppression by optogenetic stimulation. The x axis indicates distance
from stimulation position to existing bump; P < 0.001, t test for each distance.
Limited sample size prevented a statistical test for p/8.

Fig. 3. Drift of the ac-
tivity bump. (A) Sample
frames. Same convention
as Fig. 2C. (See movie S6.)
(B) Temporal evolution
of bump position
(PVA) over time. Gray
background denotes
stimulation period. Top:
Original bump positions of
individual trials (colored
thin lines are PVA
estimates). Second row: Distance between bump and stimulation position.
Red line and shade denote mean ± SEM. Bottom: Population mean ± SEM
(red) across flies (gray lines). (C) Same as (B), without CsChrimson. (D)
Distribution of bump drift distances after the end of optogenetic stimulation.
Colored lines represent different conditions. P = 0.324 between gray and

blue, P < 0.0001 between blue and red, P < 0.0001 between gray and
red; two-sample Kolmogorov-Smirnov tests without multiple-comparisons
correction. Distributions are skewed toward short drift distances. Inset
shows fraction of trials with drifting bump in each fly (P = 0.0008, t test
compared to 0.5).
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Fig. 2. E-PG neurons compete by mutually suppressing each other
through recurrent connections. (A) Schematic of simultaneous calcium
imaging and localized optogenetic stimulation. (B) Analysis procedure for
collected images. (C) Top: Temporal profile of two-photon optogenetic
stimulation. Bottom: Three sample frames (smoothed with Gaussian
filter). Yellow rectangle with arrow, stimulus OFF; red rectangle with arrow,
stimulus ON. (D) Time course of calcium dynamics from example fly (left)
and population (right). Gray background, optogenetic stimulation period;
gray lines, individual trials (left) or flies (right). Top: Mean F of stimulated

ROIs. Bottom: Mean of the four most active ROIs outside optogenetically
stimulated area before stimulation. Thick colored lines and colored shaded
area denote mean and SEM, respectively. (See fig. S2C for control
experiment.) (E) Distribution of fluorescence ratio during and before
stimulation. P < 0.001, Wilcoxon rank sum test between stimulated (red)
and outside stimulation (blue) areas. (See fig. S2D for control experiment.)
(F) Suppression by optogenetic stimulation. The x axis indicates distance
from stimulation position to existing bump; P < 0.001, t test for each distance.
Limited sample size prevented a statistical test for p/8.

Fig. 3. Drift of the ac-
tivity bump. (A) Sample
frames. Same convention
as Fig. 2C. (See movie S6.)
(B) Temporal evolution
of bump position
(PVA) over time. Gray
background denotes
stimulation period. Top:
Original bump positions of
individual trials (colored
thin lines are PVA
estimates). Second row: Distance between bump and stimulation position.
Red line and shade denote mean ± SEM. Bottom: Population mean ± SEM
(red) across flies (gray lines). (C) Same as (B), without CsChrimson. (D)
Distribution of bump drift distances after the end of optogenetic stimulation.
Colored lines represent different conditions. P = 0.324 between gray and

blue, P < 0.0001 between blue and red, P < 0.0001 between gray and
red; two-sample Kolmogorov-Smirnov tests without multiple-comparisons
correction. Distributions are skewed toward short drift distances. Inset
shows fraction of trials with drifting bump in each fly (P = 0.0008, t test
compared to 0.5).
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